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1. INTRODUCTION
Organizations face the continual possibility of external and internal attacks.
Although much work in security is related to the outsider-threat problem, the
growing reliance on technological infrastructures has made organizations increasingly vulnerable to threats from insiders [Randazzo et al. 2004]. Recent
research indicates that successful defense against these threats depends on
both technical and behavioral solutions [Andersen et al. 2004]. The purpose of
this article is to describe a behavioral theory of insider-threat risk dynamics.
We report on our work to identify seemingly reasonable organizational actions that may inadvertently lead to increased exposure to risk. The case for
this research is based on the use of judgment and decision theory and dynamic
simulation. Through these tools, we identify how potential internal attackers
may be encouraged or discouraged by monitoring the organizational responses
to probes of the firm’s security systems.
2. THE INSIDER-THREAT PROBLEM
Evidence from a joint U.S. Secret Service and CERT Coordination Center
(CERT/CC1 ) study on actual insider computer-based crimes indicates that managers, at times, make decisions intended to enhance organizational performance and productivity with the unintended consequence of magnifying the
organization’s exposure to, and likelihood of, insider attacks [Andersen et al.
2004; Randazzo et al. 2004; Keeney and Kowalski 2005]. Not only may insiders
cause direct damage to business assets, but evolving legislation rooted in the
Sarbanes-Oxley Act [2002] holds public companies increasingly responsible for
the actions of employees who violate applicable laws and regulations. The lack
of methods and tools for analyzing and communicating insider-threat risk and
mitigation exacerbates the problem faced by managers in organizations.
3. THEORETICAL BASE
According to the Dynamic Trigger Hypothesis [Andersen et al. 2004], an organizational focus on external threats can lead to complacency, allowing an insider
1 CERT/CC

was the first computer security incident response team established and now operates
through the Software Engineering Institute of Carnegie Mellon University.
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to gain confidence by exploiting known weaknesses in organizational defenses.2
Defense against both internal and external threats involves the use of technological controls, the implementation of policies that explicitly acknowledge the
role of cognitive and behavioral traits of the firm’s information workers, and
the identification of common behavioral traits of potential inside attackers. An
effective defense against insider attacks encompasses technology as well as
an understanding of behavior. Because best-practices guidance to date has focused almost exclusively on implementing technological controls, we focus on
the generally neglected portion of the defense equation.
We model a single organization that needs to protect itself against both insider and outsider attack. In the organization, there are three types of actors:
information workers, security officers, and inside attackers. Information workers perform the routine tasks of business and are responsible for the generation
of profits. As line staff, they also use their judgment to determine if particular
transactions may be fraudulent. The firm’s security officers are responsible for
developing the strategy and tactics to protect the organization from fraud. In
an ideal world, information workers enact these techniques. In this model, as
in the real world, there is no assumption that information workers follow the
directions of the security officers, even though both constitute the defenders
of the firm. The third type of actor in the model, inside attackers, have some
access to the defensive response of the firm and must choose when and how
often to attack.
3.1 Selection and Detection Problems
Both selection (e.g., hiring personnel) and detection (e.g., detecting criminal
behavior) are categorical decision problems. They are typically ongoing and
have the same underlying structure. The major difference between them is
that selection problems often have a constraint on the number of cases that
can be selected (e.g., the number of vacant jobs), while detection problems do
not. Detection problems often involve low base rates and high uncertainty. The
insider-threat problem provides a good substantive example for illustrating the
elements of prototypical detection/selection problems: low base rates, existence
of uncertainty, use of decision thresholds, competing outcomes and values, and
difficult definition of decision performance.
3.1.1 Base Rate. Among a group of individuals in an organization, what
proportion is likely to engage in unethical behavior during a specific time
period? The base rate depends on a number of factors, including the number
of people in the organization, overall morale, risk profiles, economic wellness,
and the time period of interest (e.g., day or year). Dynamic triggers of these
2 Organizations

that have invested in security systems to protect against outside attack will likely
find some value against insider ones as well. The proposed dynamic here is that investments in
security that are not reinforced will eventually become vulnerable and will be more vulnerable to
individuals inside the firm than outside. This remains an area for study, and little available data
supports or contests it.
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Table I. Four Possible Outcomes of Judgments of Transactions
Judgment of transaction as a threat
Threat (positive)
Nonthreat (negative)
Actual condition of transaction
Threat (positive)
Nonthreat (negative)

True positive
False positive

False negative
True negative

types of behaviors have been identified and presented elsewhere (see Andersen
et al. [2004]).
3.1.2 Uncertainty. Uncertainty is introduced by the limitations of knowledge available to defenders in organizations. Information varies in quality depending on several organizational factors, and it can suggest threats that are
often small or difficult to distinguish from normal activity. Information workers
and security officers must, therefore, make judgments when they evaluate information. Although some information workers and security officers will make
more accurate judgments than others, all are limited by the generally low quality of the information available to them.
3.1.3 Decision Thresholds. After examining information, information
workers and security officers judge the likelihood of threat in operational transactions. The conversion of that continuum into a discrete set of decision options
(e.g., normal transactions and operational audits) involves one or more decision thresholds [Pauker and Kassirer 1980]. In effect, information workers and
security officers must decide what level of suspicion warrants action. Decision
thresholds determine the selection rate, that is, the number of transactions
that are selected for audit or closer scrutiny. Lower thresholds mean that more
transactions are selected. Different information workers and security officers
have different thresholds. For example, in a study of mammographers (whose
detection activity is not unlike that of information workers), Beam et al. [1996]
“found a range of at least 0.45 among mammographers in the proportion of
women without breast cancer who were recommended for biopsy” (Stewart and
Mumpower [2004], p. 912).
3.1.4 Outcomes and Values. Table I illustrates four possible outcomes of
judging transactions.3 In most situations, the lowest values are assigned to
false-negative outcomes (undetected threats) and the highest values are assigned to true-negative outcomes (no threats and no actions warranted). The
values of true-positive outcomes (intercepted threats) include the benefits of
keeping the firm safe. The values of false-positive outcomes (false alarms) include the costs of unnecessary protective actions.
3.1.5 Decision Performance. Insider threat identification is a problem
characterized by a low base rate, high uncertainty, and some controversy
3 Other

terms can and are used to describe these cells. For example, in inferential statistics, a false
positive is referred to as (a) Type I error, while a false negative is referred to as (a) Type II error.
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regarding values, as indicated by the continuing disagreement within organizations regarding the desirability of highly sophisticated mechanisms to detect, monitor, and analyze insider activity. When the base rate, uncertainty,
and values are specified, a threshold that maximizes expected value can be
calculated. In the case of the insider-threat problem, it is difficult, if not impossible, to determine the base rate due to endogeneity. The base rate is difficult
to determine because it depends greatly on the motivations of potential attackers, the circumstances they face as individuals, and the identification of actual
malicious insider activity that may not be easy to distinguish from normal
activity.
Decision thresholds (as indicated by the proportion of transactions recommended for operational audits) tend to vary among information workers and
security officers. Differences in decision thresholds may indicate appropriate
responses to differences in base rates, uncertainty, and values assigned to outcomes among information workers and security officers. Differences in thresholds, however, may also reflect the difficulties of coping with complex detection
problems under high levels of uncertainty. High levels of uncertainty and the
high costs of undetected attacks (false-negative outcomes) relative to the costs
of false alarms (false-positive outcomes) can lead to large numbers of falsepositive outcomes. The data necessary to analyze the performance of individuals engaged in these types of tasks is seldom available. An exception is the
extensive data about a mammogrphers’ decisions published by Kolb et al. [2002]
that was used by Stewart and Mumpower [2004] to infer the uncertainty and
values underlying those decisions. To explore this difficult problem, we used
modeling and simulation to examine the factors that influence performance in
problems like this one.
3.2 Signal Detection Theory (SDT)
The most common model for selection and detection problems is Signal Detection Theory (SDT) (e.g., Swets [1973]; Swets et al. [1991, 2000]; Hammond
et al. [1992]). The insider-threat problem fits nicely into the SDT framework.
Figure 1 shows two conditional distributions of judgment (positive, threat; negative, not threat). The decision threshold divides each distribution into two
parts, corresponding to the four outcomes described in Table I.
SDT separates accuracy of judgment, represented by d’ (the distance between
the means of the two distributions4 ), from the decision threshold, typically
measured by β, the likelihood ratio at the threshold value.
Many descriptive studies have used SDT to measure the accuracy of judgments made by decision makers (e.g., physicians and weather forecasters).
These studies use SDT as a measurement model rather than as a theory of
behavior. Another group of studies has empirically examined SDT as a behavioral theory.

4A

z:

area under the ROC curve—not shown.
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Fig. 1. Signal detection theory.

3.3 System Dynamics Modeling
Real-world dynamic systems are characterized by interdependence, mutual interaction, information feedback, and circular causality. In our research, the
dynamic system is the effect of information flows over time on an organization’s ability to detect and respond to threats. Our analysis relies on the system
dynamics method to explore these interactions (see Melara et al. [2003] for an
example of the use of system dynamics in the study of security in organizations). System dynamics is “a computer-aided approach to policy analysis and
design” (Richardson [1996], p. 657) that applies to dynamic problems arising
in complex social, managerial, economic, or ecological systems It provides a
way to explore feedback-rich systems in which the nature of the relationships
among the elements creates circular causality, and it enables the researcher to
investigate the effect of changes in one variable on other variables over time.
The main purpose of system dynamics is to discover the structure that conditions the observed behavior of systems over time. System dynamicists pose dynamic hypotheses that endogenously describe the observed behavior of systems,
linking hypothesized structures with observed behaviors. The endogenous view
is critical to system dynamics modeling, allowing the existence of feedback-rich
explanations for certain types of phenomena.
In system dynamics modeling, although it is believed that “validation and
verification of models is impossible” (Sterman [2000], p. 846) and that no one
test is adequate, a wide range of tests is commonly used to increase the level
of confidence in model usefulness, and to understand the robustness and limitations of each model. Validation is seen as a social process in which modelers,
stakeholders, and problem experts are oriented to gain confidence in the soundness and usefulness of models at every step of the process. In support of validation, quantitative and qualitative reviews of models are required. Two such
reviews, dimensional consistency analysis (coherence in unit use and analysis
and correspondence to real-world elements in the system) and extreme conditions tests (correspondence to plausible behavior under extreme values) are the
basic tests that any model must pass before it is considered ready for analysis.
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The system dynamics modeling process is inherently iterative (see Sterman
[2000, Chap. 3]). In this process, “models go through constant iteration, continual questioning, testing and refinement” (Sterman [2000], p. 87), creating the
possibility of extremely rapid deduction-induction cycles in the process. This
cycling creates the necessary conditions for confidence building as the modeling effort progresses. Additionally, through model calibration—the process of
estimating model parameters—system dynamicists test the links between simulated model structure and behavior [Oliva 2003] and gain confidence in the
insights generated by the modeling effort.
Other ways to increase confidence in system dynamics models include the
use of sensitivity analyses (numerical, behavior mode, and policy), surprise
behavior tests, behavior anomaly tests, behavior reproduction tests, boundary
adequacy and structure assessment tests, and integration error tests, among
others (see Sterman [2000, Chap. 21] for a detailed account of validation and
model testing in system dynamics).
Fundamentally interdisciplinary, system dynamics is grounded in the theory
of nonlinear dynamics and feedback control developed in mathematics, physics,
and engineering (Sterman [2000], pp. 4–5). Mathematically, “the basic structure of a system dynamics model is a system of coupled, nonlinear, first-order
differential (or integral) equations,” (Richardson [1996], p. 657) that can be
written in the form
dx
•
= x(t) = f [x(t), u(t)];
dt

x(t0 )

given
x(t) = nth-order vector of system states (or levels)
u(t) = vector of exogenous inputs
x(t0 ) = initial value for state vector at t = t0
f = nonlinear vector-valued function
dx
•
= x(t) = time derivative of the state vector.
dt
The aim of a system dynamics modeling effort is to produce a structurally
based explanation of the behavioral evolution of the system under investigation
to generate insights that will identify leverage points of intervention.
4. MODEL DESCRIPTION
Insider threats in organizations persist regardless of compelling evidence of
their cost and the proliferation of recommendations of many security experts.
Many of these recommendations come in the form of new technology and best
practices. Our approach, however, attempts to illuminate the behavioral aspects
of the insider threat.
According to data analyzed by CERT/CC, organizations face three primary
types of insider threats/attacks: long-term fraud, sabotage, and espionage (information theft) [Keeney and Kowalski 2005]. We focus on the long-term fraud
ACM Transactions on Modeling and Computer Simulation, Vol. 18, No. 2, Article 7, Publication date: April 2008
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Fig. 2. Information integration model overview.

case and use it as the basis for examining the motives and tradeoffs that organizations and individuals have and make in considering their internal security
systems. The case and the model combine to countervail the common presumption that firms play a zero-sum game in which increased security comes at
the expense of production (and vice versa), a view that can lead to systematic
underinvestment in security.
4.1 Information Integration
In the model, a transaction stream comes into the organization and information workers process these transactions. Figure 2 summarizes how the firm
maintains defenses against attack during the course of processing incoming
transactions. Transactions that come into the firm are either “good” (nothing
improper) or “bad” (indicating the possible presence of either fraud or error).
There is no absolute test for impropriety where a “positive” result always correctly indicates fraud and a “negative” result always correctly indicates the
absence of fraud.
One task of information workers, beyond simply processing transactions,
is to make judgments about whether transactions look suspicious and warrant closer inspection. That is, workers need to use their knowledge to decide whether transactions, with unknown positive or negative states, should
be investigated. Information workers make judgments about the transactions
they face by integrating information coming from different cues present in the
stream of transactions (see in Figure 2 Cue 1, Cue 2, and Cue 3). In the formal
model, these cues are complexity of transactions, number of returns associated
with a transaction, and volume of transactions. In general, judgments of likelihood of threats are compared to decision thresholds and defense actions are
launched, or not, creating specific outcomes. The outcomes, in turn, become
beliefs that, when combined with organizational incentives, influence future
positions of these decision thresholds.
Each transaction has a set of descriptive attributes, x1 , . . . , xn (in Figure 2
represented by Cue 1, Cue 2, and Cue 3), along with an error term, E (in
Figure 2 represented as unpredictability of the environment), that captures natural environmental variability. Information workers processing transactions
must make judgments about whether or not these transaction look as if they
may be fraudulent. The aggregate skill that information workers bring to this
task is represented by the weights, a1 j , . . . , anj , placed on the attributes in the
ACM Transactions on Modeling and Computer Simulation, Vol. 18, No. 2, Article 7, Publication date: April 2008
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judgment equation. An additional and distinct error term,ε j (in Figure 2 represented as judge error), captures the variability in judgment that occurs when
information workers asses the value of identical attributes at two different
times.
Information workers make their decisions about each transaction by comparing their judgment calculations, y j = a1 j x1 + a2 j x2 + · · · + anj xn + ε j , against
their decision thresholds, Z j . If y j ≥ Z j , then the transaction is considered
suspicious. Suspicious transactions trigger further inspection in the form of
internal control audits, a contemporaneous verification of transactions. Such
audits are useful, but they cost time and money, which affects the financial
performance of the firm. When selecting transactions for audit, information
workers are judging them as positive, that is, potentially fraudulent. The act of
performing the control audit, in turn, reveals whether or not a transaction is,
in fact, fraudulent. Transactions that are judged to be positive, and turn out to
be positive, are termed true-positive outcomes—these represent intercepted attacks. False-positive outcomes are false alarms, where transactions are judged
to be positive, but the followup control audits show that they are not. Of those
transactions judged to be negative, true-negative outcomes are normal transactions and false-negative outcomes are transactions that are attacks. These
undefended attacks result in significant losses for the organization (according
to an organization-specific payoff function).
Without some other kind of auditing, such as random audits or external
audits, it is not possible to distinguish between true- and false-negative outcomes. In random auditing, some (usually small) fraction of transactions judged
to be negative is selected at random for verification. The technique of judging
a stream of uncertain data against a set of weighted attributes, comparing its
contents to thresholds, and using the results to make decisions has been well
studied within the field of cognitive psychology [Hammond et al. 1980; Stewart
1988; Hammond 1996; Weaver and Richardson 2002].
Our model portrays two layers of control on the firm: information workers and
security officers. The two layers differ in their approach to security. Information
workers are rewarded mainly on the basis of volume of production subject to a
minimum level of security compliance, creating a bias in favor of production over
security activities. These workers develop sliding standards for the definition
of reasonable risk by adjusting their thresholds, which creates the conditions
for them to take progressively greater risks in subtle, reinforcing ways.
Security officers demand more security compliance than information workers. However, security officers are located within the firm, and, as such, are subject to political and organizational demands for high levels of production. Given
these pressures, security officers’ standards of “reasonable” risk can erode, just
as can those of information workers. In the presence of drifting standards, both
information workers and security officers are able to see risk but are not able
to identify it as dangerous due to a normalization of deviance process [Sterman
1994; Vaughan 1996; Rasmussen 1997; Vaughan 1998].
At the fundamental level of information integration and signal detection,
information workers and security officers go through very similar processes.
However, they integrate and assess information and signals differently due to
ACM Transactions on Modeling and Computer Simulation, Vol. 18, No. 2, Article 7, Publication date: April 2008
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their different preferences, memory systems, capabilities, sources and quality of
information, resources, technology, incentives, motivations, biases, and political
processes. Accordingly, they have different perceptions, priorities, and response
times in identifying, integrating, and reacting to information.
4.2 Attention and Memory
In the psychology literature, sensations are described as filtered by attention,
which permits some subset to move to a short-term memory store. Some shortterm memories are revisited and rehearsed, which provides the impetus for
transfer to a long-term store [Atkinson and Shiffrin 1968]. In the model, the
same structure is used for the four sources of information that the actors in
the system continually monitor (e.g., true-positive outcomes, true-negative outcomes, false-positive outcomes, and false-negative outcomes). The information
about outcomes generated by the defenders’ judgments and actions is represented by io .Each of the actors ( j = 1, 2; information workers, security officers)
notices the metric (N j ). However, only a fraction (ϕ j ) of the information about
outcomes is perceived,5 and this fraction represents the level of the actors’ attention to the information flow. The higher the level of attention, the easier it
is to acquire knowledge about the outcomes:
N j = io ϕ j ,
where 0 ≤ ϕ j ≤ 1. The noticed information then is captured in a short-term
memory mechanism (ST j ). Later, through the process of registering (R j ), shortterm memory then feeds a long-term memory accumulator (LT j ). What gets
registered in long-term memory is only a fraction (φ j ) of the short-term memory
accumulation; a fraction is lost in the normal processing of events (captured
by ST L j ). The speed of the adjustment from short-term memory to long-term
memory (α j ) and the speed for forgetting the contents of long-term memory (β j )
is thought to be proportional to the access the actors have to the information
flow, and their attention to it. Thus it is safe to assume that α1 ≥ α2 and that
β1 ≥ β2 . These represent part of the cognitive and behavioral aspects of the
defined actors of the system:
d ST j
= (N j − R j − ST L j ),
dt
R j = (ST j φ j )α j ,
where 0 ≤ α j ≤ 1 and 0 ≤ φ j ≤ 1,
ST L j = (ST j (1 − φ j )),
dLT j
= (R j − LT j β j ),
dt
where 0 ≤ β j ≤ 1.
the model, ϕ is represented as a constant for simplicity. In reality, the level of attention to
information flow is a function of several cognitive, situational, and environmental elements.

5 In

ACM Transactions on Modeling and Computer Simulation, Vol. 18, No. 2, Article 7, Publication date: April 2008

Behavioral Theory of Insider-Threat Risks

•

7:11

4.3 Belief Formation
Each type of defender in the organization (information workers and security officers) generates beliefs about perceived outcomes. In this context, the process of
belief formation is the combination of current information, short-term memory,
and long-term memory weighted in some functional form. In the model, beliefs
(B j ) are formed from noticed information (N j ), the short-term accumulation
of memory (ST j ), and the long-term accumulation of memory (LT j ). The process of belief formation is assumed to be an exponential smooth of the weighted
(i j ) combination of inputs. The speed of belief adjustment (δ j ) is assumed to be
proportional to the flexibility actors have updating their internal beliefs; thus
δ1 ≥ δ2 .
For security officers to change their beliefs, a rather lengthy process needs to
be followed. It is not that security officers are inflexible; we parameterized the
model with the idea that security officers rely heavily on their long-term knowledge of security issues and are less forgetful of consequences than the individuals responsible for day-to-day operations. Information workers can change
beliefs most easily because they are closest to the technology and operations,
and because they serve themselves:



dB j
= N j + ST j + LT j i j − B j δ j ,
dt

where 0 ≤ i j ≤ 1, i i j = 1, and 0 ≤ δ j ≤ 1.
Information workers and security officers are trying to maximize profits by
minimizing the fractional costs associated with false-positive outcomes while
simultaneously attempting to avoid fraud losses from undefended attacks. In
the model, information workers and security officers do this by adjusting their
decision thresholds (Z j ) based on their beliefs of the results obtained: positive
and negative outcomes.
A second mechanism for influencing decision thresholds (Z j ) comes from
the incentives that drive decision makers. In our study, we assume that these
factors are largely economic, reflecting the costs and benefits of each of the
four possible outcomes: true-positive, true-negative, false-positive, and falsenegative. For example, a firm’s focus on production goals relative to operational
security deemphasizes detection (which interrupts the flow of transactions) and
drives thresholds to higher levels. A reputation-conscious firm stresses the need
to protect against any type of attack and lowers detection thresholds. Outcomes
have corresponding weights in the decision matrix that capture their relative
importance to the setting of decision thresholds.6
Because information workers directly process (and identify suspicious) transactions, their judgment is key to detection. Because they are so close to the
technology, their judgment tends to be dominated by recent events and can be
subjective in that the weights they use can be suboptimal. Additionally, the
interworker variability in judgment can be high. Moreover, information workers typically have little appreciation of the insider threat, meaning that their
attribute weights for judging the possibility of insider attack are initially low.
6 For

an example of modeling compliance and laxity in security, see Sawicka [2004].
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However, this can be improved through training in the procedures designed by
security officers.
In contrast, because of security officers’ training and access to company and
industry data, security officers’ judgment is more objective, more focused on the
long term, and less prone to oscillation, especially if the company maintains an
enduring security commitment. Still, security officers’ judgment is imperfect.
For example, security officers may overweight the importance of identifying
true-positive outcomes and avoiding false-negative outcomes because security
officers have no direct production responsibilities.
4.4 Learning by Training
Training transfers the system knowledge of security officers (who are expected
to be more attuned to the firm’s security position) to information workers. In
the model, the attribute weights of information workers’ judgment equation
(a1 j , . . . , anj ) come into alignment with that of security officers. Information
workers’ decision thresholds, Z j , also change as both the memory weights
(b1 j , . . . , b3 j ) and the incentive weights (c1 j , . . . , c4 j ) improve and come into
alignment with those of security officers. This alignment shifts the responsiveness to memory toward the long term, thereby reducing the variability in
thresholds for invoking control audits. However, because the effects of training
decay over time, information workers’ weights can revert to their initial values.
Recurrent training can help retard this decay and reduce the knowledge gap
between information workers and security officers.
Alignment formation of the behavioral profiles of information workers and
security officers (A j ) is assumed to be an exponential smooth of the current
alignment and the maximum alignment possible (A∗ ).7 The speed of the adjustment gained through training (ϑ j ) is thought to be a function of the training
activity (T j ):
dA j
= (A∗ − A j )ϑ j ,
dt
where 0 ≤ ϑ j ≤ 1 and f  ≥ 0,
ϑ j = f (T j ).
4.5 Firm Operations
Our model expands on a previously published structure that describes transaction flows, effort allocation mechanisms, and resource allocation mechanisms
in firms8 [Oliva 2001; Oliva and Sterman 2001; Martinez-Moyano 2005]. In
our model, new work in the form of transactions to be processed comes in exogenously. The work accumulates in a backlog that needs to be cleared within
a stipulated time frame. The production rate is a direct function of the time
7 The maximum is defined as 1.0, meaning full alignment, for every type of actor in the system. This

homogeneity assumption can be easily relaxed by incorporating different maximum alignments per
different types of actors in the system changing (A∗ ) to (A∗j ).
8 The mathematical model was developed in Vensim and is available from the contact author (I. J.
Martinez-Moyano) upon request.
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to complete each transaction. The completion time depends on the fraction of
the transactions undergoing an audit. This fraction, in turn, depends on the
degree of commitment to security, together with the skill with which information workers identify suspicious transactions. In addition, the production
rate depends indirectly on the required production capacity (e.g., the capacity
needed to clear the backlog in time given the current completion time), which
depends on the transaction completion time. As attention to security slows the
rate of production and increases the required production capacity, production
pressures intensify and productivity increases until fatigue erodes these productivity gains. This increased workload on the staff also adversely affects staff
retention rates. Ultimately, the increase in the required production capacity is
addressed by the hiring of new staff. In the model, revenues, expenditures,
profits, and losses are tracked. Each processed transaction generates fixed revenue. Total revenue is the quantity of processed transactions multiplied by the
revenue per transaction. Total expenditures consist of the costs of production,
auditing, training, and losses from both insider and outsider attacks.
5. MODEL SIMULATIONS
In the process of building our model, we followed standard system dynamics
practice to increase confidence in the robustness and usefulness of the structure
and behavior obtained (for a detailed description, see Sterman [2000], Chap. 21).
We conducted rigorous dimensional consistency tests, extreme condition tests,
structure validation through expert judgment, and behavior mode replication
assessment. Additionally, we conducted surprise behavior tests, boundary adequacy tests, and extensive sensitivity analyses (numerical, behavior mode, and
policy).
In our model, we assume that motivated inside attackers exist within the
firm at the beginning of the simulation. These attackers attempt to defraud
the firm without getting caught (as opposed to attackers seeking to vandalize
the firm’s information technology assets without regard to whether they are
caught, as in the case of sabotage).
In this model, inside attackers begin their activity by launching precursors—
probes that test the firm’s defenses against attack. CERT/CC, in its work examining case studies of successful insider attacks [Randazzo et al. 2004], recognized several types of precursor activities, including stepping-stone activities
that increase insiders’ ability to launch an attack, activities that lower the detection capability of the firm, and precursors that test and probe the firm’s
defenses. In the current model, we consider only the latter type.
Precursor transactions are characterized by attributes indicating a low likelihood of external attack. It is important to remember that insiders have knowledge about the attributes that tend to arouse suspicion of fraud attempts and
piggyback their precursors onto transactions that best conceal them.
If inside attackers’ precursors are detected, subsequent precursors are delayed or canceled. Conversely, if these precursors go undetected, emboldening
occurs, and the likelihood of a subsequent precursor increases. With the launching of precursors, insiders update their odds of attack success. If the odds do not
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Fig. 3. Main view dynamics (base-case run).

exceed the insiders’ threshold for success, more precursors are launched. Once
the odds exceed the insiders’ threshold, precursor activity halts and insiders
begin to launch attacks.
If precursor activities are successful, insiders begin launching true attacks.
As with precursors, attackers piggyback on transactions unlikely to arouse suspicion of fraud. As successful insider attacks accumulate over time, attackers
become emboldened in two ways. First, they increase attack frequency. Second, as attackers become more confident in their ability to perpetrate attacks
without being noticed, they begin leaving more clues with each attack, increasing the internal attributes that can be detected by observant defenders. In our
model, in order to be able to make consistent temporal comparisons across cases
and policies studied, the simulation runs for exactly 104 weeks of transaction
screening even when insiders have been detected by the internal control system. We tested the model by using both fixed and variable run lengths. We
found that, although differences in run length change the numerical results of
simulations, the main insights remain the same.
5.1 Base-Case Simulation
The base-case run presents a situation in which a firm guards against inside
attackers unsuccessfully. Inside attackers generate a series of successful attacks that go unnoticed by the firm’s defenders (Figure 3), causing the firm
financial harm. In the simulation, the average expected yearly profit shows oscillatory behavior with an upward trend until the internal attackers start to
attack frequently (approximately at time 72), when the average profit drops to
approximately half its value.9 At the same time, the protection cost remains
9 The

size of the drop in the model is a function of the size of financial damage caused by inside
attacks.
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relatively stable until the repeated attacks from the emboldened insiders trigger operational audits, increasing the cost of protection.
In the base-case run, under a fixed base rate of external attacks of 0.05,10
the firm is subject to 64 external attacks. Of the 64 attacks, 40 are intercepted
by the control system (via operational audits) and 24 are successful external
attacks on the firm.
The internal attack rate is a consequence of endogenously generated behavior. It is a function of the decision of the internal attackers to go into attack mode
(when their assessment of the likelihood of success exceeds the preestablished11
threshold12 ) and, when in attack mode, of the frequency of the attacks. In the
base-case run, the internal attackers go into attack mode approximately at
time 72, and start attacking at a very low frequency until time 76, when the
frequency of the attacks increases. In this run, with the existence of internal
attackers who go into attack mode, the firm is subject to 114 internal attacks.
Of the 114 endogenously generated internal attacks, 90 are unsuccessful and
24 make it through the control system, damaging the firm financially.13
In the base-case run, the decision threshold of information workers with
respect to internal attacks grows slowly during the first 72 weeks of the simulation. When the internal attackers start to attack and the defenders can gather
evidence that an attack is underway, the firm reacts by lowering the internal attack decision threshold, raising the possibility of detecting the internal attacks.
Defenders modify the decision thresholds (both internal and external) based on
intelligence about the outcomes of their decisions. However, as mentioned earlier, the intelligence that defenders have is based on information about the
outcomes that is both imperfect and incomplete. Defenders guide their decisions and actions on approximations of the reality based on their beliefs about
the world that are constructed, and biased, with fractional knowledge, delays,
and forgetting rates.
Because of differences in their behavioral profiles, information workers and
security officers react differently to information about outcomes. In the base
case, information workers adjust their outside attack threshold in an oscillatory
pattern that remains approximately at the original level, while security officers,
responding to the evidence gathered, adjust their threshold down, reaching a
minimum point14 at time 40 approximately, then adjusting their threshold up
10 This base rate

was selected to portray the case in which firms are subject to low base-rate attacks
that make learning and defending difficult. The external attack base rate remains constant during
the length of the simulation (104 weeks).
11 And fixed for simplicity considerations. However, this assumption can be relaxed by letting this
threshold vary dynamically as a function of previous successful and unsuccessful experiences with
the security system.
12 In this case, the threshold of the attackers is 0.75 starting at an initial assessment of 0.5.
13 The true base rate for the internal attackers in the base-case run is 0.223 (114 of 512 transactions).
14 The decision threshold varies from +3 to −3 (standard deviations) representing the inverse of
the standard normal cumulative distribution (has a mean of 0 and a standard deviation of 1) of
the possible outcomes. For example, a decision threshold of +3 is above 99.87% of transactions
and generates a response rate of 0.13%; a decision threshold of 0 is above 50% of transactions
and generates a 50% response rate; and a decision threshold of −3 is above 0.13% of transactions,
generating a response to 99.87% of transactions. The ideal decision threshold is a function of the
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Fig. 4. Attack view dynamics (base-case run).

again to a new maximum at time 80, and then going back down again. The
oscillatory behavior of security officers’ decision threshold has a much longer
frequency than that of information workers (Figure 4).
In summary, the base run shows that after a series of precursor attacks,
inside attackers sense the firm’s vulnerability through a favorable ratio of detected to undetected precursors then switch to attack mode, causing financial
harm to the firm.
5.2 Policy Simulations
We conducted three policy simulations in this study. The selected policies are
related to the acquisition and use of better information in the judgment and
decision process (the perfect-information run); the alignment of decision thresholds of information workers and security officers, and that of security officers
and external standards (the alignment-training run); and the possibility of improving the judging capabilities15 of both information workers and security
officers (the consistency-training run). The results are presented next.
5.2.1 Perfect Information. Perfect information was modeled by varying the
statistical character16 of the stochastic variable that defines the measurement
actual base rate of the attacks, the cost of each audit (in both direct costs and in worker’s time), and
the average loss to the company from each undetected attack. In the case of the external attack
base rate, the ideal response rate is near 5% (or 1.64 SD). However, the real problem is to determine
to which 5% of transactions the control system should respond (this is the signal-detection problem
contained in the judgment process of the defender).
15 Judging capability refers to the ability to produce consistent judgments over time (e.g., given
the same information inputs to the judgment tasks, the judges generate the same judgment
consistently).
16 The standard deviation of the measurement noise is decreased to zero in order to create the
conditions for perfect information about information cues.
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Table II. Cue Correlation Summary

Base

Alignment training

Perfect information

Consistency training

Complexity
Number of returns
Volume of transactions
Complexity
Number of returns
Volume of transactions
Complexity
Number of returns
Volume of transactions
Complexity
Number of returns
Volume of transactions

Worker
Internal
0.5080
0.4975
0.5167
0.5080
0.4975
0.5167
0.9482
0.9492
0.9420
0.5359
0.5213
0.5212

Worker
External
0.5257
0.5085
0.5113
0.5257
0.5085
0.5113
0.8953
0.8903
0.9072
0.5462
0.5261
0.4996

Security
Officer
Internal
0.4954
0.5171
0.4873
0.4954
0.5171
0.4873
0.9775
0.9821
0.9870
0.4971
0.5420
0.5153

Security
Officer
External
0.4922
0.5154
0.5136
0.4922
0.5154
0.5136
0.9609
0.9635
0.9690
0.5117
0.5153
0.5286

error associated with the information cues that feed the judgment process. In
the model, the information to which the defenders have access has measurement error, creating a realistic signal detection problem. In the base-case run,
the mean correlation between the knowledge about the information cue (as read
by the defenders) and the true information cue was approximately 50%. This
represents a realistic case in which the organization is making decisions and
taking actions based on a stream of data that has an imperfect relationship to
the real data. Table II presents a correlation matrix17 that shows the levels of
association between the true information cues and the knowledge of them as
perceived by the different actors in the system (both for external and internal
attackers).
With the introduction of perfect information, the correlation between the
actors’ knowledge about the cues and the true information cues changed from
an average of approximately 50% to an average of 89% to 99%.18 This improved
scenario created the conditions for better judgment processes and adequate
preventive actions. In this case, the judges in the firm (information workers and
security officers) were not changing their judging mechanisms or informationorganizing principles; they were using better information than in the base-case
scenario. In the base-case scenario, information workers’ judgment of external
fraud threat correlated with a true external fraud threat level at 0.1037, while
in the perfect-information scenario, the measure of association increased to
0.1473, representing a 42.05% improvement in information workers’ judgment
process. Security officers’ correlations changed from 0.0754 in the base-case
run to 0.1255 with perfect information, a 66.56% improvement. These improved
judgment outcomes created better outcomes in general for the firm. As depicted
in Figure 5, in the case of perfect information, even when the internal attackers
were not deterred, the impact on the expected yearly profit was less than in the
base-case run.
17 These

correlations are based on multiple decisions within a single run of the dynamic model.
correlations for the perfect information case are less than 100% because the training to use
perfect information does not occur instantaneously.

18 The
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Fig. 5. Main view dynamics (perfect-information run).

In the perfect-information run, internal attackers went into attack mode earlier than in the base-case run (time 60 instead of time 72). This occurred because
of the way the internal attackers learned about the system’s vulnerabilities. As
the firm improved its use and quality of information, so did the internal attackers, creating a better scenario to gain confidence and start attacking. Under
perfect information, the number of internal attacks grew from 114 to 161, and
the number of successful attacks declined from 30 to 12. Unsuccessful attacks
expanded from 84 to 149. The base rate of the internal attacks remained the
same at 0.22.
The external decision threshold of information workers remained at about
the same level as in the base-case run, while the threshold of security officers followed a different trajectory than in the base-case run. As shown in
Figure 6, security officers’ external decision threshold was adjusted down until it reached a transient equilibrium from time 35 to 60, at which point the
threshold increased momentarily before decreasing again. These simulation
results suggest that better information has a stabilizing effect on the behavior
of security officers’ external decision threshold.
5.2.2 Alignment Training. Management’s likely response to attacker activity is to increase the ability and skills of the defenders—information workers
and security officers—via training. In the alignment-training case, we modeled
and simulated the organization’s decision to invest in training to help information workers understand and implement security officers’ guidance. Additionally, security officers were trained to ensure that external standards were
followed within the firm.19 This policy successfully suppressed insider attacks.
Precursors were detected, and the attackers’ belief of possible success declined.
19 External

standards represent exogenous standards either imposed on the firm (as in the case of
regulation) or adopted by the firm because of a belief that they will be beneficial to the firm (as in
the case of best practices).
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Fig. 6. Attack view dynamics (perfect-information run).

The inside attackers never went into attack mode. This policy, labeled the
alignment-training run, included the implementation of a training policy in
which information workers were trained to follow the security polices established by security officers.
In the base-case run, information workers determined the level of their
decision thresholds (both internal and external) solely on the basis of their
outcome-related intelligence (or their own perceptions and experience). In the
alignment run, both security officers and information workers were trained
to follow an information policy more consistent with data provided from
more knowledgeable sources. For security officers, training aligned their decision thresholds to an external, and presumably better, decision threshold
standard.20 For information workers, the training aligned their decision thresholds to the policy established by security officers. This alignment caused information workers to change the way in which they adjusted their decision
thresholds so that these thresholds eventually converged with those of security
officers.
The new capability to adjust the decision thresholds of the firm’s defenders created a security environment that deterred the internal attackers. This
scenario generated zero internal attacks, a decreased number of successful external attacks, and a more robust financial outlook (Figure 7).
Because of the increased vigilance of information workers and security officers, the internal attackers never reached the point at which their assessment of
the likelihood of attack success surpassed their attack threshold and, therefore,
the internal attackers never went into attack mode. The results of the precursors, generated to test the control system, never produced enough confidence
to initiate the launch of attacks.
the model, the “external standard” to which security officers align is −3. This represents the
extreme case in which security officers are 100% vigilant.

20 In
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Fig. 7. Main view dynamics (alignment-training run).

Fig. 8. Inside attackers view dynamics (alignment-training run).

Because the precursors were consistently detected, the internal attackers’
inferred probability of attack success declined from its starting point and never
recovered (Figure 8). Additionally, the internal decision threshold of information workers aligned to that of security officers and eventually reached total
vigilance.
The alignment process created the conditions for a very secure firm but required added security expenditures (Figure 7) derived from the number of audits conducted to ensure that the transactions were legitimate. The number of
reviews conducted by information workers grew from a total of 876 to 1578 out
of 1664 transactions processed.
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Fig. 9. Attack view dynamics (alignment-training run).

In the alignment-training run, the firm was subjected to the same 64 external
attacks21 as in the base-case run but was able to intercept (defend against) 57
of the attacks (Figure 9), allowing only seven undefended (successful) external
attacks, generating an 89.06% efficiency (42.50% better than the base-case run).
5.2.3 Consistency Training. In this policy run, we simulated the process
of training the defenders to become better judges. Specifically, we changed the
statistical character of the error term in the judging process associated with
the consistency of the judges (ε j )—information workers and security officers.
Through consistency training, the judges became reliable judges who responded
consistently to the same combination of information cues. The results of consistency training are not instantaneous; information workers take 24 weeks to
become perfectly consistent judges of insider-threat-related cues and 56 weeks
in the case of outsider-threat-related cues (Figure 10).22
In the consistency-training run, the firm was subject to the same external attack base rate as in the base-case run but was able to intercept (defend against)
51 (out of 78) of the attacks, allowing 27 undefended (successful) external attacks (Figure 10), generating a 65.38% efficiency (4.62% better than the basecase run).
In this run, the financial profile of the firm was more stable, presenting
an oscillatory behavior that did not decline steeply as in the base-case run
(Figure 11). Additionally, because insider attacks were completely deterred, the
insiders never went into attack mode, and the decision thresholds of information
workers remained relatively constant.
In the case of better-trained judges, the external decision threshold of security officers dropped during the first 30 weeks and then remained at the low
21 Same

external attack base rate of approximately 0.05.
time it takes judges to become perfectly consistent can be changed by adjusting the corresponding time delay parameters in the model.

22 The
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Fig. 10. Judge consistency level.

Fig. 11. Main view dynamics (consistency-training run).

level of –3 for the remainder of the simulation. Information workers’ decision
threshold exhibited an initial downturn followed by oscillatory behavior with
an increasing slope (Figure 12).
6. DISCUSSION
The policy runs show insights into the insider-threat problem that are based on
the interaction between insider threats and outsider threats. The alignmenttraining and consistency-training policies, for instance, not only discourage internal attackers from attacking but create a better financial performance for
the firm than does the base-case run (Figure 13). Also, the perfect-information
policy outperforms the base-case scenario in generating profit.
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Fig. 12. Attack view dynamics (consistency-training run).

Fig. 13. Average expected yearly profit dynamics (comparative).

As shown in Figure 14, with the alignment-training policy, the protection
cost grows considerably because of the number of operational audits launched.
However, the alignment policy reduces fraud, fosters increased profit, and a
results in a more robust overall financial situation for the firm (Figure 13). The
consistency-training policy produces the lowest average expected yearly protection cost. This policy creates a situation in which improved judging technology
allows a more efficient detection of attacks, avoiding unnecessary audits and
their cost to the organization.
Exploring different policy scenarios reveals interesting behavior of the attackers’ inferred probability of attack success construct. The only policy that
creates a consistent decline in this variable is the alignment-training policy.
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Fig. 14. Average expected yearly protection cost dynamics (comparative).

Fig. 15. Attacker’s inferred probability of attack success dynamics (comparative).

Under the consistency training scenario, attackers’ inferred probability of attack success takes longer to increase as more precursors are detected early in
the process. In the other two scenarios, the inferred probability of attack success
increases consistently (Figure 15).
Tables III, IV, and V summarize the effects of the different policies on outcome behavior. These tables provide an in-depth analysis of the differences
that the policy runs generate in outcome variables of interest. Table III shows
correlations between external fraud threat and judgment of external fraud
threat of the different actors in the system by policy run. This table shows
that, for improving judgment outcomes, the alignment-training policy is ineffective. This policy creates changes elsewhere in the system (e.g., financial performance). Additionally, Table III shows that, with these policies, the levels of
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Table III. Correlations between External Fraud Threat and Judgment of External Fraud Threat
for different Policy Runs
Judgment of external fraud threat

External fraud threat

Base
Alignment training
Perfect information
Consistency training
Combined (no
alignment)
Combined (total)

Worker
0.1037
0.1037
0.1473
0.1661

Improvement
0.00%
42.05%
60.10%

Security
officer
0.0754
0.0754
0.1255
0.1370

0.2138
0.2138

106.12%
106.12%

0.2686
0.2686

Improvement
0.00%
66.56%
81.76%
256.41%
256.41%

Table IV. Effectiveness of Defenders’ Actions
External threat

Run
Base
Alignment training
Perfect information
Consistency training
Combined (no alignment)
Combined (total)

Number of
attacks
64
64
64
78
78
78

Intercepted
attacks
40
57
36
51
52
74

Undefended
attacks
24
7
28
27
26
4

Efficiency
62.50%
89.06%
56.25%
65.38%
66.67%
94.87%

Improvement
over base
case
42.50%
−10.00%
4.62%
6.67%
51.79%

Table V. Internal Threat Summary
Internal threat

Base
Alignment training
Perfect information
Consistency training
Combined (no
alignment)
Combined (total)

Number of
attacks
114
0
161
0
0

Intercepted
attacks
84
0
149
0
0

Undefended
attacks
30
0
12
0
0

Efficiency
73.68%
N/A
92.55%
N/A
N/A

Time to
attack
mode
72
N/A
60
N/A
N/A

0

0

N/A

N/A

0

Additional
deterrence
Unlimited
(12)
Unlimited
Unlimited
Unlimited

improvement over the base-case scenario are substantial, showing a maximum
of 106% improvement for information workers when the perfect-information
and the consistency-training policies are combined, and an astounding 256.41%
improvement for security officers.
With respect to the effectiveness of the defenders’ actions (see Table IV), the
alignment-training policy generates an improvement of 42.5% over the base
case, the most dramatic increase in effectiveness, while the introduction of perfect information decreases the effectiveness of defenders.23 The combined policy
(including alignment training) generates a 51.79% improvement over the base
case, allowing only four undefended attacks out of 78 attacks. If undefended
23 To

be discussed later in the section.
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attacks are high-consequence events, this policy can create the conditions necessary for the survival of firms.
In the case of internal threat, the effectiveness of different policies can be
assessed by computing the added deterrence (measured in weeks) achieved by
each policy (see Table V). A counterintuitive result, consistent with the results
presented in Table IV, is that the existence of better information creates the
conditions for the insider to go into attack mode sooner than in the base case.
This is because the insiders enjoy some (or all) of the benefits of the improved
information that the defenders have. Alignment training and consistency training are the policies that deter the inside attackers from going into attack mode.
This is a promising result that speaks to the power of alignment of security measures and improved judgment capabilities as effective mechanisms to prevent
the existence of inside attackers.
There are several avenues for future research based on this work. One possible extension is to explore the effect of configurations of social networks on the
deterrence of insider attacks. Another important research question is how the
detection of one or more inside attackers influences subsequent attack activity.
A third path of investigation is to test additional training policies against insider attack activity. These policies include training information workers and
security officers to become better judges of fraud threats by better integrating
the information cues available, identifying synergies between different training strategies, training information workers and security officers on how to
notice more information outcomes, and training information workers and security officers to create more balanced and adequate beliefs about the status
of the outcome space. Another avenue for future research is to study the effect
of independent audits from individuals outside the social fabric of the firm on
insider threats and attacks.
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