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by Timothy LAROCK

An accurate, timely inventory of spectrum occupancy is critical for the
advancement of Dynamic Spectrum Access technologies and legislation.
Creating such inventory at scale requires ubiquitous spectrum scans, which
poses challenges related to cost, storage, transmission bandwidth and anal-
ysis. To be scalable and effective, a spectrum inventory needs to minimize
the amount of data it stores and transmits, while maximizing the utility
of that data. To this end, our research aims to develop methods for reli-
able characterization of the frequency spectrum in real time, minimizing
the need for transmission and storage of rich frequency scan data. Specif-
ically, our work makes use of wavelet decomposition to perform scalable
spectrum scan characterization in real time. Our methods will be integrated
into a system which answers queries from devices equipped with dynamic
spectrum access capability to facilitate frequency hopping with limited in-
terruption of service, as well as from regulatory bodies seeking to under-
stand spectrum usage and the potential for further dynamism.
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Chapter 1

Introduction

Dynamic Spectrum Access (DSA) has been a heavily-researched technology
for next generation mobile wireless connectivity. However, deployments of
DSA networks have been hindered by inadequate regulation of spectrum
access. To fast-track DSA spectrum policy, the US Congress has mandated
the FCC to “biennially inventory each radio spectrum band from 300MHz
to at least 6.5GHz.” This inventory should include information on the to-
tal spectrum authorized for each user and the approximate number of deployed
or authorized transmitters. The latter information should be “made avail-
able to the public on a searchable Internet website” [17]. Creation of such
an inventory would not only accelerate DSA legislation but would also be
instrumental in improving DSA technology by providing comprehensive
spectrum availability and quality information.

There exist several spectrum databases [9, 19, 21], but they are limited
to TV bands and only provide information for occupied and idle channels.
The FCC Spectrum Dashboard [7] covers a larger frequency range from
225MHz to 3.7GHz and provides information about spectrum allocation
and assignment. However, it lacks real-time information about spectrum
occupancy. The system that best satisfies the spectrum inventory require-
ments is Microsoft’s Spectrum Observatory [15], which monitors the spec-
trum from 30MHz to 6GHz and provides real-time spectrum occupancy
information. However, its spatial coverage is limited to several locations.
Practical challenges faced by a real-time spectrum inventory are dominated
by analysis of raw spectrum data. A one second scan of a 600MHz spectrum
band with a USRP [6] sampling at 20Msps amounts to 23GB. This large vol-
ume of data poses challenges in scalable storage and characterization of
spectrum information.

To enable spectrum inventory at scale, reliable methods for quickly and
accurately characterizing samples sensed from the frequency spectrum are
required. In this work, we propose techniques employing the mathematical
concept of wavelets for transmitter detection. Wavelets are functions that hi-
erarchically decompose signals. We leverage wavelet properties by taking
advantage of this hierarchical organization, combining information from
various resolutions to detect the edges of transmissions over the frequency
spectrum. By accurately detecting the edges of transmitters in frequency,
we can observe the occupancy of the spectrum over time, resulting in the
ability to mine spectrum measurements not only for purposes of charac-
terization, but for prediction of future spectrum holes. Combining spec-
trum occupancy characterization and spectrum hole prediction is a major
step towards facilitating DSA. Further, spectrum occupancy information in
a centralized, publicly available database eliminates the need for storage



2 Chapter 1. Introduction

and transmission of raw spectrum measurement data.
The main contribution of our work is the proposal of two methods for

transmitter detection and characterization using wavelets and evaluation
of their performance on synthetic data.The remainder of this thesis is orga-
nized as follows: First, we provide an overview of some related work on
spectrum occupancy and transmitter characterization; Next, we present the
wavelet decomposition in the context of spectral data; Third, our methods
for detection of transmitters in the frequency spectrum is presented; Finally,
we evaluate our methods and provide concluding discussion.
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Chapter 2

Related Work

There has been a wide range of work undertaken on transmitter detection
and spectrum characterization to advance spectrum sharing technology [1,
23]. In this chapter, we will briefly outline some work which is most rele-
vant to our problem. As stated in the introduction, our goal is to facilitate
dynamic spectrum access through characterization of the frequency spec-
trum by detection of transmitter edges. The problem of dynamic spectrum
access can also be framed in terms of users: secondary users (SU) charac-
terizing the spectrum in order to send their transmissions while avoiding
interference with primary users (PU), who are users with priority usage
rights in the local network.

2.1 Energy Detector Based Characterization

The most common type of spectrum characterization employs energy de-
tectors. Energy detectors measure the power level across the spectrum,
where the power level in unused spectrum is simply noise and in occupied
spectrum is signal plus noise. The characterization is based on observing
the level of power over a measured sample and using a threshold to indicate
where in frequency there is transmission by a PU. Classic work by Urkowitz
([22]) modeled wirless networks in statistical terms in order to estimate two
probabilities: the probability of detection being correct and of detection be-
ing a false alarm. These probabilities can then be used in conjunction with
enery detectors to estimate occupied frequency from spectrum measure-
ments. The techniques presented in [11] build on this work, extending it to
account for Rayleigh fading signals. Further, [5] extends to various types of
fading channels including Nakagami and Rician fading channels, as well
as an alternative formulation for Rayleigh fading. This work also analyzes
improvements in energy detctor sensing, including equal gain combining,
selection combining, and switch and stay combining. Research that fol-
lowed analyzed the performance of energy detector methods on various
types of TV signals (both NTSC and ATSC) [12]. It is demonstrated that
an energy detector scheme is capable of detecting both types of signal, but
is sensitive to factors such as the signal to noise ratio, affected by internal
spurious signals.

The key weakness of energy detector techniques is that they are unable
to achieve fine grained transmitter characterization due to the noisy nature
of radio signals. Our work addresses this challenge by casting the original
signal into the wavelet coefficient domain. Analyzing the signal in the this
domain expresses the underlying structure of the signal and filters out noise
caused by local variations.
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2.2 Signature Based Characterization

A second body of work is signature based characterization. These tech-
niques require some explicit knowledge of the properties of signals that will
be detected and work by matching measured signal patterns with those of
known signals from certain transmission types. Using this strategy, Degrees
of Freedom (DOF,[10]) is able to achieve very accurate spectrum characteri-
zation by first inferring the type of signal by extracting feature vectors from
sensed data, then computing the carrier frequency and bandwidth based on
properties of the identified signal type. The advantage of our methods over
DOF is that we do not require prior knowledge of transmitter signature pat-
terns and characteristics. Similarly to DOF, Airshark [16] uses prior knowl-
edge of transmitter signatures to detect non-WiFi radio frequency transmit-
ters, achieving this goal using only commodity WiFi hardware. AirShark
can detect transmitters in real time, which is a promising step towards the
goal of real time spectrum occupancy characterization, but the detection is
limited by the requirement of prior knowledge to only detecting a handful
of transmitters.

Signature based characterization works very well in circumstances
where the transmitter type to be detected is well known. However, these
methods are often limited to detecting a small, deterministic number of
transmitters. Our aim is to develop techniques which can accurately de-
tect arbitrary transmitters, both in type and number, in real time.

2.3 Unsupervised Detection

Unlike energy detector methods, which require threshold setting, and sig-
nature based methods, which require prior knowledge of transmitter sig-
natures, unsupervised methods do not require any user interaction or prior
knowledge to function. Unsupervised methods are the most desirable for
DSA since the goal is to allow devices and sensors to automatically control
the spectrum hopping process. In the domain of wavelet analysis, Tian et.
al [20] leverage the wavelet transform for wideband sensing in an unsuper-
vised way. They employ wavelets for edge detection to identify available
spectrum holes, leveraging both standard wavelets and multi-scale prod-
ucts. This work is very similar to our own for edge detection, but they
calculate the local minimums and maximums of the transformed signal to
find the edges, whereas we employ a threshold technique. Further, our ul-
timate goal is to understand the behavior of transmitters over time, not just
in a single time sample. TXMiner [25] is able to accurately detect and char-
acterize the frequency spectrum using Rayleigh-Gaussian mixture models.
However, these models require training data and are too computationally
slow for real time transmitter detection at scale. Our goal is to devise an
unsupervised method which is both accurate enough for spectrum charac-
terization and computationally fast enough for real time detection.
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Chapter 3

Transmitter Detection Using
Wavelets

3.1 Background - Wavelets

Wavelets are mathematical functions which decompose signals in a hierar-
chical fashion, enabling leveraging of signal properties at varying levels of
coarseness. We adopt a one dimensional wavelet decomposition applied
to a scan of signal power pt(f) over a range of frequencies at a given time
instant t, where p is a function over n discrete frequency values. Revers-
ing the transform with all coefficients reconstructs the signal perfectly. Re-
constructing the signal after removing some non-zero detail coefficients ap-
proximates the original signal with varying degrees of accuracy. In this way,
wavelets may be used as a mechanism for lossy compression [2]. There are
many domains in which wavelets have been applied [14], including image
processing [3], analysis of time series data [8] and signal processing [13].
Our work applies wavelets to analysis of wireless frequency spectral data.

3.1.1 The Haar Wavelet

Spectrum scans are characterized with local regularities, as transmissions
correspond to contiguous frequency regions of constant power modulo
noise and empty bands correspond to noise-level power. The Haar wavelet
transform is well suited for decomposition of such signals, and hence we
focus on this basis. The Haar wavelet is discrete rather than continuous,
making it more sensitive to sharp edges in a signal. Further, the Haar
wavelet benefits from straightforward computation and therefore imple-
mentation. This is beneficial because it curbs the complexity of our compu-
tations, which is important to our goal of real-time spectrum characteriza-
tion.

Figure 3.1 shows an example signal and each level of its decomposition.
Decomposition at each level changes n/2level entries in the vector from av-
erages to detail coefficients. For instance, at level 1 the first four values
correspond to the pairwise average of the input signal (e.g. the average of
positions 1 and 2, 3 and 4, etc.). The last four values at level 1 are detail
coefficients which capture the difference between the pairwise average and
the second value in the pair (e.g. the first detail coefficient, 0.5, is the pair-
wise average of the first two positions in the input signal, 3.5, minus the
second value in the pair, 3). This process is repeated on the averages in the
next level.
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FIGURE 3.1: An example wavelet decomposition. At each
level, the same procedure is applied to the first n/2level val-
ues. Each pair is averaged and the result is stored in the
position of the first value. Then, the difference between the
average and the second value is computed and stored as a

detail coefficient.

In the context of the characterization of wireless frequency spectrum
measurements we analyze Power Spectral Density (PSD) data. PSD is ob-
tained by computing the Fast Fourier Transform [4] on raw spectrum IQ
measurements sensed out of the air by antenna attached to either a tradi-
tional sensor or a Software Defined Radio (USRP, [6]). The unit of PSD
values is the decibel-milliwatt (dBm). PSD data can be viewed as an nxm
matrix, M , where an entry

mij

{
≥≈ −100⇒ signal
<≈ −100⇒ noise

Our main focus in this work is on measurements across frequencies in a sin-
gle instance. Thus, we focus on one vector from the PSD matrix M . While
Figure 3.1 showed a decomposition for an 8-dimensional signal, Figure 3.2
shows a synthetic example of a 1024-dimensional sweep of PSD data and
the values of its coefficients after applying the wavelet transform. In the
transformed signal, large spikes correspond to abrupt changes in the orig-
inal signal at various levels of resolution as indicated on the figure. Later,
we will see that each of these levels is also a level in the binary tree con-
structed from the wavelet coefficients, which we leverage to detect edges in
the signal.



3.1. Background - Wavelets 7

0 200 400 600 800 1000

−
12

0
−

90
−

60

Input Signal

Frequency

P
ow

er

0 200 400 600 800 1000

−
20

0
20

40

Transformed Signal

 

C
oe

ffi
ci

en
t M

ag
ni

tu
de

Level 10Level 9Level 876

FIGURE 3.2: An example signal and its wavelet transforma-
tion.

Due to the propagation of edges across levels of the decomposition, each
spike contributes to the actual power value of many entries in the origi-
nal signal. Smaller spikes correspond to local variations, representative of
noise. The varying magnitudes of coefficient values give way to convenient
properties of wavelet transformed signals for transmitter detection which
will be discussed later in this section.

While Figure 3.2 presents a single spectrum sweep, Figure 3.3 illustrates
how synthetic PSD data appears across multiple spectrum sweep simula-
tions. Each pixel in the image is a PSD value. The lower the value, the
darker the pixel. Therefore, the dark blue regions of the heatmap are simu-
lated noise and the lighter green pixels transmission.

FIGURE 3.3: A heatmap of a synthetically generated data
set. The color of each pixel represents the power level at the
particular frequency and time. The higher the power, the

brighter the pixel.

In what remains of this chapter we present two methods that leverage
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wavelet decomposition of spectrum scans for transmitter detection, Tree
Segmentation and Multi-scale Product Detection. Each of our methods is in-
tended to facilitate real-time detection; that is, every vector of samples over
frequency should be analyzed and summarized as it arrives.

3.2 Transmitter Detection Methods

There are two overarching challenges to detecting transmitters in frequency
spectrum data: detection across frequency and detection over time. Detect-
ing transmitters across frequency is further divided into two parts. First,
one must find where the edges occur in the signal. We do this by rank-
ing candidate edges using two different methods, Tree Segmentation and
Multi-scale Product. Second, one must determine an opposite edge of each
candidate. We achieve this with the same opposing edge detection algo-
rithm for both methods. Finally, to detect transmitters over time, one must
compare the detection at one time step to the detection at the next. We again
apply a general algorithm to achieve this.

3.2.1 Edge Detection And Ranking Methods

Wavelet Coefficient Tree Segmentation

The first characterization methodology we present employs analysis of the
binary coefficient tree of a wavelet-decomposed signal. We construct the bi-
nary tree by first decomposing the n-dimensional input signal fully, leaving
a vector with the overall average in the first entry and n-1 detail coefficients
in the remaining, then adding the coefficients to the tree in order of their
indices in the vector. Within the coefficient tree, we define a split node as a
node that determines a boundary in the original signal between noise and
transmission. An example of a coefficient tree for a simple signal can be
seen in Figure 3.4. Here, the underlying signal contains eight samples, in-
cluding a pulse of magnitude 100 for a duration of four samples. The tree
has three-levels, each of which splits the underlying signal as indicated in
the figure. For instance, each of the nodes at Level=1 in Figure 3.4 covers
half of the indices, thus splitting the signal into two parts.

The key observation behind our tree segmentation detection is that split
nodes are characterized with a coefficient relatively large in magnitude,
capturing the sudden change in the underlying signal. Any coefficients
below the split nodes will have significantly smaller magnitude, as they
capture only local variations in the signal rather than major changes. Thus,
in order to identify the transitions of the underlying signal we extract the
candidate split nodes from the coefficient tree.

Following this intuition, we perform split node detection as follows.
We first traverse the coefficient tree to calculate the maximum below each
coefficient node, simultaneously calculating the score of each node, defined
as the value of the coefficient at the current node minus the value of the
maximum coefficient in the subtree rooted at that node. We then rank the
nodes in decreasing order of score. Each split node uniquely identifies the
index of two values in the original signal when it is appended as the lowest
level of the tree. The first is the rightmost leaf of the subtree rooted at the
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left child of the split node and the second is the leftmost leaf of the subtree
rooted at its right child.

Once the split nodes have been ranked, each is observed individually.
Whether an edge is rising or falling (the beginning of a transmitter or the
end) can be inferred from the sign of the coefficient: a negative value in-
dicates a rising edge and a positive value a falling edge. Alternatively, the
orientation of the edge can be determined by examining which side of the
split is higher (signal) or lower (noise) in magnitude.

We refer to Figure 3.4 for an illustration of how our method works. First,
the 8-dimensional signal is decomposed fully using the Haar wavelet, leav-
ing us with an overall average (not shown) and 7 detail coefficients. A
binary tree is constructed from the detail coefficients and each node’s score
is computed as the absolute difference between the value of the coefficient
and the largest coefficient in its subtree. In our example, only the coeffi-
cients at Level=1 have any value. Since this is the case, the maximum coef-
ficient below each is 0, reflecting the fact that there are no local variations
in the signal, and the score for each is 50. Thus both coefficients are ranked
equally and we look at their corresponding split indices to discover our two
edges, the rising edge between index 2 and 3 and the falling edge between
6 and 7.

Signal

Level=2

0

-50 50

0 0 0 0

0 0 100 100 100 100 0 0

Level=1

Level=0

Index 1 2 3 4 5 6 7 8

FIGURE 3.4: Example of a coefficient tree for a simple sig-
nal.

Upon analysis of our methods to be presented in Chapter 4, we found
that this coefficient tree based method performed on par with a baseline
method for low signal-to-noise ratio scenarios. However, despite its abil-
ity to robustly detect transmitters, tree segmentation begins to fail at high
signal-to-noise ratios (when a transmission is sensed at a very low power
level). In the next section we address this challenge by proposing multi-
scale product detection.

Multi-scale Product Detection

To address the challenge of transmitter detection in environments with
high noise levels, we apply techniques from [18, 24] to further leverage the
wavelet decomposition. Due to the fact that peaks tend to be observable
across different scales, or levels of coarseness, in a wavelet transformed
signal (see transformed signal in Figure 3.2 and discussion in the preced-
ing section), the edges may be amplified by taking the product function of
wavelet approximations using coefficients from adjacent scales. This edge
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amplification is crucial, since it enables efficient transmitter detection, even
if the signal-to-noise ratio is high.

We achieve amplification by computing the element wise product of
two signals reconstructed from coefficients at two adjacent levels of the co-
efficient tree. Of note is that reconstructions with lower level coefficients
preserve the location of edges with high accuracy, but they also preserve the
inherent noisy nature of RF signals. Signal reconstructions that use higher
level coefficients, on the other hand, have a denoising effect. However,
higher level reconstructions do not preserve the spatial properties of the
edges as well as lower-level reconstructions.

The benefits from different scales are combined by multiplying the re-
constructions element wise, resulting in an amplification of the edges in the
transformed signal. Examples of the multi-scale product reconstruction of
an input signal are shown in Figure 3.5. At the lowest scales, scales 1-2,
the edge locations are amplified very well, but the signal is still extremely
noisy. At scales 3-4, the edges are amplified and the noise is noticeably re-
duced. For this signal, this scale seems near optimal. At the higher scale,
7-8, the edges are amplified, but spatial properties of the signal are lost due
to the coarseness of the reconstruction.

FIGURE 3.5: Example signal and multi-scale transformation
using various levels. This signal has 1024 dimensions, thus

there are 10 total levels and 9 adjacent pairs.

The resulting multi-scale transform is again an n-dimensional signal X .
We then calculate differences in power between adjacent bins in the trans-
formed signal, ∆F (Xf , Xf+1), calculated as the absolute value of the dif-
ference between two consecutive frequency samples,

∆F (Xf , Xf+1) = |Xf −Xf+1|.
We let α denote the threshold against which we decide whether a dif-

ference between two adjacent power values represents a change

∆F

{
≥ α⇒ change
< α⇒ no change
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To calculate α, we take into account the properties of the raw signal and
a scaling parameter β. We first compute the average, µ, of all ∆F values in
a sweep and their standard deviation, σ. We then scale the threshold using
β, which allows us to control the sensitivity of detection. A high positive β
will predict few edges, while a low negative β will predict every possible
edge. Finally, the threshold is calculated as:

α = µ+ β ∗ σ

At this point, we apply this threshold to our ∆F values, ignoring those
differences which are smaller than α. Finally, we rank the remaining values
in decreasing order.

3.2.2 Detection Algorithms

Detection in Frequency

We now present our general detection algorithm in Algorithm 1. Note that
the method used in detect(X) and the value of α depend on whether we
use Tree Segmentation or Multi-scale. First, we run our ranking method
and retain all of the potential edges returned in order based on the edge
ranking metric. Next, we threshold these edges based on our metric α (e.g.
in the case of multi-scale detection, we use α ← µ + σ ∗ β). Once we have
a ranked list of edges, we iterate over each and compare the first value at
f with its neighbor at f + 1. If the value at f is larger than the value at
f + 1, then the former is signal and the latter is noise and the edge we are
observing is falling. In this case, we take note of the observed signal and
noise values and iterate in the direction of the rising edge, comparing the
absolute difference of each value with both signal and noise. Once we find
a value, at index i, such that the magnitude of the difference between i and
the noise is smaller than that of i and the signal, we say we have found a
value which is not signal and therefore the opposite edge. The procedure is
reversed for the case where we discover a rising edge first. Note that once
we have defined a pair of edges, we ignore any edge which falls within that
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pair.

Algorithm 1: EdgePairDetection(X,α)

1 edges← detect(X)
2 ranked_edges← rank(edges, α)
3 for ∆f in ranked_edges do
4 if Xf < Xf+1 then
5 signal← Xf+1

6 noise← Xf

7 for i > f + 1 do
8 if |Xi − noise| < |Xi − signal| then
9 The falling edge is at index i

10 else
11 signal← Xf

12 noise← Xf+1

13 for i < f do
14 if |Xi − noise| < |Xi − signal| then
15 The rising edge is at index i

Detection in Time

Finally, we extend our transmitter detection from the frequency domain to
continual characterization of spectrum occupancy over multiple time sam-
ples. To achieve this, we keep track of changes in the set of edges detected
by our method at time twith those at time t+1. The differences between the
edge sets in two consecutive sweeps in time indicate whether a new trans-
mitter has entered the frequency space or a previously transmitting device
has become idle. An algorithm for this detection scheme is presented in
Algorithm 2.

Algorithm 2: FullDetection(M)

1 Compute α
2 Initialize t - set of active transmitters
3 for X in M do
4 edges = EdgePairDetection(X,α)
5 if edges != prevEdges then
6 for tx in t do
7 if tx does not exist in edges then
8 tx has stopped transmitting

9 for e in edges do
10 if e does not exist in tx then
11 e is a new transmitter

12 prevEdges = edges

To improve our full detection, we do some post processing after run-
ning this algorithm. First, we prune any detected transmitters which were
active for only 1 time sample as they are likely to be spurious. Second, we
reconcile transmitters which have high Jaccard similarity and only a small
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amount of idle time between detections, since it is likely that a transmitter
which has been inactive for only a very small amount of time was actually
mistakenly undetected in the samples in between.
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Chapter 4

Evaluation

In this chapter, we present evaluation of our detection techniques. First,
we describe a baseline threshold-based approach to transmitter detection,
which we call Naive. We then describe our methods for evaluation and
present results of each.

4.1 Naive transmitter detection

To demonstrate the utility of wavelet-based transmitter detection we com-
pare our methods with a baseline, Naive, which attempts to detect transmit-
ters using a simple threshold on differences in adjacent power values.

Naive detection is very similar to multi-scale detection except that it
works on the original signal rather than a multi-scale product. Given an
n-dimensional input signal X , Naive detection thresholds differences in
power between adjacent frequency bins, ∆F (Xf , Xf+1), calculated as the
absolute value of the difference between two consecutive frequency sam-
ples,

∆F (Xf , Xf+1) = |Xf −Xf+1|.

We again let α denote the threshold which decides whether a difference
between two adjacent power values represent a change

∆F

{
≥ α⇒ change
< α⇒ no change

In the same way as multi-scale detection, the value of α is based on
calibration with input data and a scaling parameter, β. We compute the
average, µ, and standard deviation, σ, of observed ∆F values, then use
these values to determine our thresholds as follows:

α = µ+ β ∗ σ

The aggression of our detection is again tuned by varying the parameter
β. Note that this detection is the same as our multi scale product detection
except that we use the original signal and thus it is much more sensitive in
high signal to noise ratio scenarios.

4.2 Synthetic Data Evaluation

This section presents results with synthetic data from the performance eval-
uation.



16 Chapter 4. Evaluation

4.2.1 Data

We evaluate our methods using synthetically generated data. Since the
main challenge our methods must overcome is detection in a noisy envi-
ronment, the most important feature of PSD data from our perspective is
the noise. We want to accurately model the noise from radio frequency sig-
nals. This noise is most often modeled as Additive White Gaussian Noise,
which we generate by filling a matrix of our desired size with values from
a Gaussian distribution with mean of -110 (our ’noise floor’) and variance
of 4.0. From here, we choose the regions within the matrix that will be sim-
ulated transmissions. Within these regions we add the desired amount of
power to simulate the proper signal-to-noise ratio for the signal we wish to
experiment with, again choosing values from a Gaussian distribution.

By generating synthetic data, we enjoy significant control over our ex-
perimental data. We can set many parameters, such as the noise level, num-
ber of transmitters, their bandwidth, active time, average power level, de-
gree of variance and position in the matrix. This allows us to evaluate our
methods in many different environments. Examples of our synthetic data
are provided in Chapter 3 and more examples follow in Figure 4.3.

4.2.2 Detection in Frequency

To evaluate our detection methods in frequency, we generate 1024-
dimensional sample vectors with Gaussian background noise with mean
-110 and standard deviation 4.0. We then inject 10 ’transmitters’, contiguous
regions of equal bandwidth with high power, in random positions through-
out the data. Since we know the ground truth in the synthetic data, our
evaluation seeks to quantify the number of true positives returned by each
of our detection methods. We define a true positive as a pair of edges which
correspond to a pair in the ground truth with Jaccard similarity greater than
90%. We can formalize this notion by considering each edge pair in the
ground truth and each detected by our methods as sets of pixels. We call
the ground truth set the actual set and denote it A, and the detected set we
denote D. With these sets defined, we calculate the Jaccard similarity

J(D,A) = |D∩A|
|D∪A| .

If the Jaccard similarity is greater than 0.9, we consider the transmitter
correctly detected. We generate 1000 random signals and vary k, the num-
ber of pairs of edges our methods will return, from 1 - 20 for each signal,
reporting the number of true positives returned for each k value.
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FIGURE 4.1: Average true positives returned for increasing
value of k. Each data set included 10 transmitters. The
signal-to-noise ratio ranges from high (-75:-110) to low (-

105:-110).

Our results for different signal to noise ratios are shown in Figure 4.1. As
the signal to noise ratio increases, meaning the average power level of the
transmitter approaches the noise level, the performance of all three meth-
ods deteriorates. However, the deterioration of performance for both the
tree segmentation and naive methods is much more rapid than the multi-
scale product method. Even when the signal-to-noise ratio is very nearly 1,
multi-scale is able to outperform both of the other methods.

To illustrate the results of detection at various signal-to-noise ratios,
Figure 4.2 presents a qualitative result from signal detection on a single
spectrum sweep at various levels of transmission power. At the lowest
signal-to-noise ratios (the highest signal means), all three methods per-
form very well. However, when the ratio begins to increase, the tree based
method quickly deteriorates and at the most difficult signal-to-noise ratio
only multi-scale is able to fully detect any of the transmission.
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FIGURE 4.2: Comparison of the three detection methods at
various signal-to-noise ratios. All methods detect the trans-
missions perfectly when the signal mean is -70 and -80. At
signal mean -90, multi-scale and naive outperform tree and
at mean -100 multi-scale is able to detect 2 of the transmis-
sions, while the other methods cannot detect any blocks of

signal entirely.

4.2.3 Full Transmitter Detection

The ultimate goal of our work is not only to detect transmissions in sin-
gle frequency sweeps, but to use this detection to characterize spectrum
occupancy and transmitter behavior over time. To illustrate our detection
in both dimensions (for which we presented an algorithm in Chapter 3),
we ran some preliminary detection experiments and produced annotated
heatmaps which show how one of our methods, multi-scale, can detect
transmitters over time. These heatmaps are featured in Figure 4.3.

FIGURE 4.3: Two example detection scenarios. Each was
generated synthetically with simulated mean signal power
of -70dBm and noise floor of -110dBm. We applied the full
detection algorithm with multi-scale product detection us-

ing the lowest two scales.

As can be seen in the figure, in this low signal-to-noise ratio scenario
multi-scale edge ranking and our full detection algorithm do a reasonable
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job detecting the transmitters present. After post processing, there are only
a limited number of false positives and undetected regions of transmission.
However, there are still some clear errors. The mistakes seen in these ex-
periments are most likely due to particularly high noise values in certain
regions combined with the fact that in this detection we used only the low-
est two scales. As discussed in Chapter 3, these high resolution scales tend
to be more noisy than scales at lower resolutions. Scale selection remains a
problem for future research to be discussed briefly in the next chapter.
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Chapter 5

Conclusion

We conclude this work with a discussion of the presented methods and
evaluation, then some ideas about where this work will go in the future.

5.1 Discussion

We have presented 3 techniques for detecting transmitters in power spectral
density data and shown that our simple threshold based method, Naive, is
capable of transmitter detection in relatively easy scenarios, but is too sensi-
tive to the level of noise in the data to be universally feasible. We have also
shown that the Wavelet Coefficient Tree Segmentation method is similarly
limited by the level of noise in the data, with performance deteriorating as
the signal-to-noise ratio increases. Finally, we have proposed and evaluated
the Multi Scale Product method for frequency edge detection and shown
that it achieves higher performance by amplifying the edges in the original
signal. There remain several directions for further innovation in this space.
We describe each in turn.

5.2 Future Work

Scale Selection

As shown in our evaluation, performing the multi-scale product with dif-
ferent adjacent scales involves a tradeoff between noise reduction and ac-
curacy in edge location. Depending on the signal-to-noise ratio, different
scales may have more utility. With this in mind, a direction for future work
involves adaptively deciding which scales to use for the multi-scale trans-
form to get a signal with optimal properties. To do this, we will need to un-
derstand the properties of each scale, not just in 1024-dimensional signals,
but in signals with arbitrary dimensions. We will also need to understand
the result when combining these different transformations. Is it important
that only adjacent scales are used, or will it be beneficial to combine non-
adjacent scales? Is there a single optimal combination that will always pro-
duce the best detection? These are some of the questions we must answer
in order to improve multi-scale detection with scale selection.

Multi-scale with Priors

Another logical way to extend our multi-scale detection scheme is to in-
clude prior information in order to decide when a detected edge is legiti-
mate. To do this, we can store frequencies of where our edges were detected
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for a sliding time window of length ∆t. Then, when an edge is detected we
can use the past information to calculate the likelihood that this edge is an
actual transmitter. For example, if there has been a transmitter broadcasting
at frequency j for t samples and we find an edge at j in time sample t + 1,
we can be pretty certain that our detected edge is actually a transmitter. On
the other hand, if no transmitter has been detected at j for t samples and we
detect an edge there, the lack of prior transmission can influence whether
we decide to include the edge at j as a transmitter or wait until we have ob-
served the same edge multiple times. This will require some formalization
of the prior probability of each edge as well as an algorithm for decision
making.

Machine Learning/Data Mining Techniques

To facilitate DSA and spectrum sharing technologies, predicting spectrum
holes will be crucial. Rather than reinventing the predictive wheel, we
can leverage previous advances in machine learning and data mining tech-
niques to improve the accuracy of our predictions. The adopted methods
will need to be consistent with the goals of this work; that is, they will need
to be computationally efficient enough to function in real or near real time
and produce results accurate enough for practical use. Extensive review of
existing predictive models for similar problems will be required to decide
how to move forward on these techniques.

Full System

Some of the most important and exciting future work for this project is to
build a full prototype system. We have begun to design this system, which
we call AirPress. The system architecture is shown in figure 5.1. The proto-
type consists of 3 parts. First, there are the sensors, which are software de-
fined radios loaded with custom transmitter detection and spectrum char-
acterization software. The second component is a database which stores the
summarized spectrum occupancy information from the sensors. Finally,
the third component is the querying and analytics engine, which provides
querying capability to DSA devices and regulatory bodies, such as the FCC,
who have an interest in understanding spectrum occupancy characteristics.
The engine and database of a fully implemented system would be available
for querying via the internet.

FIGURE 5.1: A proposed prototype system for facilitating
dynamic spectrum access. The system consists of spectrum

sensors, a database and a querying and analytics engine.

We are the first to present an approach to edge detection in the wire-
less frequency spectrum by leveraging properties of the wavelet coefficient
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binary tree and have further investigated the utility of using multi-scale
wavelet products to this end. Although our edge ranking and transmit-
ter detection methods are still limited in their capacity to function in envi-
ronments with extreme noise, in this work we have made promising steps
towards the goal of real time transmitter detection and spectrum character-
ization. We are confident that research in the direction we have proposed
will be fruitful for the advancement of DSA technology. Future research
towards our vision for a fully implemented AirPress system will serve to
improve existing and future DSA network deployments and further our
understanding of spectrum usage and systems for practical spectrum shar-
ing.
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