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PAD 705 Handout: An Introduction to Regression Analysis 
 
Welcome to PAD 705! The purpose of this course is to provide a thorough introduction to regression 
analysis and its many uses. Most of you have had an introduction to statistics of one sort or another in the 
course of your undergraduate and graduate education – some may even have take PAD 505 here in the 
Public Administration & Policy Department. This course is the logical next step in your development of 
the statistical “muscle” needed to read, interpret, and eventually do statistical analyses as part of your 
research. We will rely upon some of the skills and knowledge that you have learned before, especially 
those parts of previous courses that dealt with the Central Limit Theorem, measures of central tendency, 
hypothesis testing, and (of course) simple (often called “bivariate”) regression. This course, though, will 
go much further, insofar as we will explore both the uses and limitations of “regression,” writ large, for 
regression encompasses more than just the ordinary least squares (OLS) procedure with which you may 
be familiar. We will examine alternate and allied techniques, such as factor analysis and maximum 
likelihood estimation. We will also attend carefully to the technical and substantive limitations of the 
OLS model, learning corrections and “work-arounds” as we go. Finally, we will learn some very specific 
Stata instructions and techniques that you will need to use in order to complete independent analyses. 
However, all of that is still a bit in the future. Let’s start with a more fundamental question. 
 
 
Why Ordinary Least Squares Regression? 
 
Let’s start with a simple example. In the 1970’s a movement developed to equalize school funding across 
all the schools in a given state such as California. The theory behind this movement was that spending 
would impact scores on standardized tests: 
 

spending  scores 
 
This movement initially gained prominence in California but has continued to this day. In fact, recent 
Supreme Court rulings in Vermont, New Hampshire, and most recently (i.e., Summer 2003) in New York 
have enshrined this model in judicial consent decrees. 
 
However, a study of California schools that was published in 1979 found the following mean test scores 
for high and low spending school districts (the scores have been standardized to a national average). Also 
reported are the sample standard errors and size of sample: 
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From elementary statistics, we can test whether the difference in these two means is significant: 
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With 51 + 76 -2 = 125 degrees of freedom (d.f.), the cutoff value for 95% confidence (or a p value of 
0.05), two-tails, is 2.00. That is, to be 95% confident that the difference in means is not due to random 
factors that relate to the sample, we must have a t score greater than or equal to 2.00. Here, our t score is 
1.66. Thus we cannot reject the null hypothesis, because 1.66 < 2.00. 
 
Does this prove that the model:  
 

spending  scores 
 
is wrong?  
 
In most cases, statisticians would argue that this is insufficient evidence to dismiss the model as incorrect. 
The reason is that this model fails to take into account other factors that may affect mean test scores. For 
instance, there may be things about the state of California that cause test scores in low spending and high 
spending school districts to be nearly the same; these factors may not be present in other states. Moreover, 
there may be more than one factor that affects test scores. Spending matters, but so, too, does the quality 
of teaching, the involvement of parents, etc. The mean captures and confounds all of these factors. From 
the means alone we can’t tell exactly why the scores are nearly the same. We need to isolate the effect of 
spending from these other issues. What we have just encountered is a problem of statistical control 
 
 
Statistical Control 
 
Problems of statistical control arise when we have some variation that we wish to explain that may be 
caused by two or more systematic factors and also by an amorphous random factor. For instance, we may 
wish to explain a person’s salary. The salary a person earns depends on their age, education, experience, 
the industry in which they work, the region in which they live, etc. A person’s salary may also be 
determined by random factors, like walking into the right human resources office at the right time to get a 
job that pays much more than average – or, conversely, taking a job in the wrong company at the wrong 
time that leads to losing that job when the firm goes bankrupt. We will usually make some assumption 
about how chance plays out. Think of this as a big drawing when a person is born. At birth, everyone gets 
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to draw a card from a hat that tells you how much you will have added to or subtracted from your salary, 
after taking into account systematic factors. If the random factors are normally distributed and centered 
around zero (in other words, on average, people neither gain nor lose in this lottery), then most of the 
cards will have something close to $0 on them. A very few will add a $1 million dollars to a person’s 
salary; a very few will subtract a $1 million. Nevertheless, we must always try to account for the fact that 
some people’s salary transcends their attributes because chance smiled on them. 
 
However, we have yet to account for the fact that multiple systematic factors may also account for 
average test scores. We started with a simple model; but the real model might be something like this: 
 

region, teacher training, parental involvement, spending; random factors  scores 
 
Or in the language of functions: 
 

Scores = f(region, teacher training, parental involvement, spending; random factors) 
 
That is, test scores are a function of region, teacher training, parental involvement, spending, and random 
factors. Our simple difference in means test is too simple, because it fails to “pull apart” the influence of 
all of these factors. We want to find the impact of higher spending on test scores, controlling for teacher 
training and parental involvement. In everyday language, we often say “everything else being equal, 
something will happen” or “holding everything else constant, something will happen.” Holding all else 
constant except the one factor we wish to study is the essence of statistical control. 
 
How, then, can we achieve statistical control? That is, how can we hold all else constant? 
 
 
The Gold Standard of Statistical Control: Randomized Controlled Trials 
 
Many philosophers of science say that the march of human progress over the last 500 years is primarily 
due to use of the scientific method. The essence of the scientific method is the experiment. Experiments 
are used in both the natural and social sciences to great effect. The idea is to apply some “treatment” to a 
group of carefully controlled “subjects” so that some “outcome” may be measured both pre- and post-
treatment. Medical experiments are probably the best-known example of experiments using human 
subjects. A group of people are selected randomly from the “population” that one wishes to study (i.e., all 
humans, all elderly humans, all humans who have previously had breast cancer, etc.). Those randomly 
selected test subjects are then randomly assigned to a treatment and a control group. As the name implies, 
the treatment group gets the actual drug; the control group gets the sugar-pill “placebo.” The subjects are 
not told which group they are in so that they cannot alter their behavior on the basis of believing they are 
in one group or the other. At the end of the experiment, the average incidence of the outcome (say 
development of cancer) in the treatment group is compared to the average incidence of the outcome in the 
control group. If the treatment group has fewer instances of cancer (accounting for random factors, of 
course), then the treatment is proved to work; the FDA approves it; and some pharmaceutical company 
makes a $1 billion profit every year from the drug until the patent runs out. 
 
Why does the FDA accept the results of a so-called randomized controlled trail (RCT) as conclusive? 
 
Because randomization is every natural and social scientists’ friend.* If done correctly, the process of 
randomly selecting a sample and then randomly assigning to treatment and control has created two groups 
                                                           
* At least in PAD 705. If you take PAD 637 Social and Organizational Networks, you’ll learn that randomization is 
never your friend and that it does violence to reality. However, this is an issue that is literally for another course. 
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that, before they start taking the drug, are statistically speaking, identical. If you went to the decennial 
Census and randomly selected 10,000 people and then randomly assigned 5,000 to the control group and 
5,000 to the treatment group, then it should be the case that there will be about the same number of 
whites, blacks, and Asians in each group. There should be about the same number of men and women in 
each group. The average income of the two groups should be about the same. The average number of 
people with and without health insurance should be about the same. There should be just about the same 
number of people who are extremely likely and extremely unlikely to get cancer in each group. There 
should be roughly the same number of obese people and vegetarians in each group. In fact, the 
randomization should cause the two groups to be statistically indistinguishable across all possible 
attributes, even those we can’t measure (like optimism, religiosity, and other hard-to-quantify attributes 
that seem to be related to health). If you run a simply correlation between any set of characteristics and 
membership in the treatment or control groups, the correlation should be nearly zero. At the end of the 
experiment, the only difference between the groups should be that one got a treatment and one did not. 
Random factors may still operate, but we can use our simply t-test on a difference in means to account for 
randomness. Thus any difference in the incidence of cancer across the two groups should be attributable 
to the treatment. 
 
Statisticians call RCTs the “gold standard” in causal analysis because, when properly done, there is one 
and only one reason why the outcome variable may be different between the two groups: the treatment 
effect.  
 
So why are you taking this #$*!@ class? Because the Ph.D. manual says you must take and pass… 
 
OK, that’s probably one reason. A better one is that one can’t always run RCTs, especially when we wish 
to study social phenomena. First, setting up a good “social experiment” is often very, very, very 
expensive. For instance, the Department of Housing and Urban Development started an experiment on 
rent subsidies in the 1970s that ended in the 1990s. The final, current dollar cost of that experiment was 
more than $160 million dollars. Most Departments and foundations simply don’t hand out that kind of 
cash for social research any more. Second, social experiments can often be ethically impossible. No 
institutional review board (IRB) will allow researchers to assign some children to stay in families where 
alcohol is abused and some to be removed. Yet we would like to know if removing children from 
“alcoholic” families helps, hurts, or has no effect on the child. We simply can’t discover that knowledge 
by means of an experiment. Third, it is sometimes impossible to establish credible control and treatment 
groups, because people may quit the experiment. During the housing experiment, many members of the 
control group “attrited” out of the sample because they got paid only $10 to complete the yearly survey 
while the treatment group members got hundreds of dollars in subsidies. Over time, the control group was 
no longer statistically indistinguishable from the treatment group. The comparison between treatment and 
control was no longer fair, so a new procedure had to be developed. Finally, experiments are usually only 
designed to test one possible treatment. Yet we might wish to know whether increasing spending by $100 
per pupil is as effective as increasing it by $500 per pupil. Most experiments can’t accommodate this 
question in a single set of treatment and control groups. 
 
If RCTs were the only way to establish the effect of a treatment, much of social life would have to be left 
unanalyzed. Luckily, Gauss and Legendre discovered 200 years ago a different way to approach the 
problem of statistical control: through multiple regression. 
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Asserting Control Through Multiple Regression 
 
If statistical control cannot be asserted through an RCT, then another means of control may be possible. 
We may be able to randomly sample the population, ask them a series of questions, and then use their 
responses to control for factors that may jointly determine the value of a variable we wish to explain. 
 
Let’s start using the language of regression here. In our more elaborate example, we had:  
 

region, teacher training, parental involvement, spending; random factors  scores 
 
Which we re-stated in terms of a function (broadly speaking): 
 

Scores = f(region, teacher training, parental involvement, spending; random factors) 
 
Test scores are the dependent variable in this regression; the other factors are independent variables. We 
can make this mathematical statement more concrete by writing it as a regression equation (sometimes 
also called a regression model), which is simply a mathematical statement of how a school or a state’s 
average test score is mathematically determined: 
 

Scorei = β0 + β1regioni + β2(teacher training)i + β3(parental involvement)i + β4(spending)i + εi 
 
Let’s look at what this equation says. First, it says that the average test score in a state is determined by 
some linear combination of the four variables we think matter, plus a constant factor (a term that is added 
to make this equation “behave” more nicely and act more like a line; the constant is represented by β0), 
plus the random factor we discussed before. In regression, the random factor is usually called the error 
term and is signified by ε. The error term is always centered on zero and in ordinary least squares 
regression will always be normally distributed. That means, on average, the random contribution to the 
test score measure is zero, but for any school or state’s actual test score measure, the probability of a 
given random addition (or subtraction) to the test score follows the normal distribution. 
 
All of the variables are subscripted “i” to reflect that the score for state “i” is different and will depend on 
the values for the four variables. The random factor also differs by individual – each state gets its own 
random draw from the hat of Fate. 
 
The betas (βs) are the “parameters” of the model. The parameters answer the question, “by how much 
does the average test score increase if I increase spending by one dollar.” The betas are sometimes also 
referred to as the “population coefficients,” because they tell us, on average, how much a $1 increase in 
spending will increase test scores. 
 
If you’re unfamiliar with regression analysis, this may be a very strange equation to you. The unknowns 
here are not the variables (i.e., score, region, teacher training, etc.). We know those from our data 
collection efforts. Instead, what we want to know are the parameters – how much average test scores go 
up for a $1 increase in spending. In this case, we want to know if the coefficient on spending, β4, is 
statistically different than zero and if so, how large is it. If spending does increase test scores, then how 
much more should we spend in order to get, say, a 10 point increase in average test scores? 
 
Statistical control comes from the fact that, mathematically, we will come up with an estimate of 
parameters (the betas) simultaneously. In the language of calculus, the betas are “partial derivatives.” 
Partial derivatives tell us how much change in Y (the dependent variable) results from a small change in 
X1, given that X2, X3, X4, etc. (the independent variables) are all held constant. Here, we can find out how 
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much score changes for a $1 increase in spending given that region, teacher and training, and parental 
involvement are all held constant. This mathematical model establishes the control that randomization 
created in the context of an experiment. 
 
If this is so easy, why bother with this expensive randomization stuff? Because this mathematical 
approach will establish statistical control only when certain conditions, called the Gauss-Markov 
Conditions, are met. Sometimes we can’t meet these Conditions. Sometimes these Conditions force us to 
make undesirable or untestable assumptions about our data that weaken our conclusions. Nevertheless, 
regression modeling offers a way to statistically test ideas when experiments can’t be used. 
 
 
Determining When the OLS Regression Model Works: The Gauss-Markov Conditions 
 
The Gauss-Markov Conditions consist of six mathematical statements that must be true in order for the 
OLS model to generate the Best Linear Unbiased Estimate (BLUE) of the “true” population coefficients. 
Generating BLUE coefficients is the holy grail of any statistical analysis. If the coefficients are not 
BLUE, they cannot be trusted to tell us accurately the nature of the relationship between the dependent 
variable and the independent variable(s) we wish to study. Here are the Gauss-Markov Conditions; be 
sure to understand them thoroughly, as they are the basic roadmap to the proper use of OLS regression 
techniques. 
 

1) The model must be linear in its coefficients. 
 

This condition means that the beta coefficient in the model must be to the zero or first power. It 
does not mean that the relationship between the dependent and independent variables must be 
linear. 
 
Here are regression models that work: 
 
y = β0 + β1xi + β2x2 + ε  [This model is linear in the coefficients and variables.] 
 
y = β0 + β1x2

i + β2x2 + ε  [This model is linear in the coefficients but quadratic in the variable x1] 
 
y = β0 + β1ln(xi) + β2x2 + ε (ln = natural log) [This model is linear in the coefficients but log-linear in one variable.] 
 
y = β0 + β1ln(xi) + β2x2

2 + ε [This model is linear in the coefficients and non-linear in both independent variables.] 
 
Here are some models that do not work: 
 
y = β0 + β2

1xi + β2x2 + ε  [This mode is non-linear in the coefficients but linear in the variables.] 
 

εβββ xxy 21
210

=   [This model could be made workable by taking the natural log of both sides. 

    In other words: ln y = lnβ0 + β1lnx1 + β2lnx2 + lnε] 
 
For PAD 705, the linearity condition will not matter much, except that we will encounter models 
that use the natural log to transform a utility or production function (i.e., a model like the one 
directly above) into a model linear in the coefficients but log-linear in the variables and “log-
normal” in the error term. However, you may encounter theoretical models in your work that are 
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not linear in the parameters. In that case, you will need to find other (more complex) ways to 
mathematically test the model. 
 

2) The independent variables are non-stochastic – they aren’t a random variable – and they are 
linearly independent of one another.  
 
The first part of this assumption is unrealistic, because it basically says that we, as the 
researchers, must set the value of the independent variables. If we could do that, we could run an 
experiment. If we relax the first part of the assumption, then we must be able to make this 
assumption instead: 
 
2a): The error term must be statistically independent from all of the independent variables. That 
is, the correlation between ε and x must be zero: r(ε,x) = 0. 
 
It turns out that this assumption means that our regression must include each and every variable 
that is correlated with an independent variable we wish to use and the dependent variable. This 
can be a very substantial challenge, as it requires us to have perfect foresight into what things 
may be correlated with each of our independent variables. Luckily, the world is, generally 
speaking, “loosely couple” – the average correlation between things is relatively low. From a 
philosophical perspective, this may suggest that regression may never tell us anything 
definitively, because we can never know what we have forgotten to include.* Nonetheless, this 
assumption is critical; we will elaborate on it more when we discuss omitted variable bias. 
 
The second part of Assumption 2 says that no two independent variables may be linearly related 
to one another. What that means is that one cannot create an independent variable like this one: 
 
X4 = X1 + X2 
 
and then include X1, X2, and X4 as independent variables. As we shall see later, X4 is perfectly 
correlated with X1 and X2. In regression-speak, we will say that these variables are perfectly 
collinear with one another. We cannot estimate a model where any two variables are perfectly 
collinear with one another. The underlying matrix math will not allow us to estimate such a 
model (because it contains a so-called “singularity”). Intuitively, the idea is this: If two variables 
are always changing value in lock-step with one another, how would we know whether X4 or X1 
really caused the change in the dependent variable? However, we will also see that when two or 
more variables are highly correlated with one another, we also have interpretation problems. High 
(but not perfect) correlation between independent variables is called multicollinearity. We can 
estimate models where two independent variables are highly but not perfectly correlated. 
However, the problem is the same: the two variables, while not in lock step with one another, are 
moving closely with one another. Which one is responsible for the change in the dependent 
variable? 
 

3) The expected value of the error term must be zero: E(εi) = 0. (Remember: E( ) is the symbol for 
expected value – i.e., the average.) This assumption is trivial because we can be sure it is met by 
always including a constant in our regression. A constant (usually signified by β0) is simply a 
variable that takes the value “1” for every observation in the data set. Creating such a variable (or 
invoking it in Stata) simply creates an intercept for the regression line. With a few exceptions, it 
is always a good idea to include a constant in your regressions so that this condition is fulfilled.  

                                                           
* A friend of mine from graduate school became so unnerved by this fundamental problem with regression that he 
re-oriented his research program so that he could run experiments rather than regressions. 
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4) The correlation between any two error terms must be zero, for all pairs of observations: r(εiεj) = 0 

for i≠j. 
 

This condition essentially requires that each observation in a dataset be independent of one 
another. This condition is most often broken when one collects time-series or panel data. For 
instance, the UN collects data on yearly trade volume for all member countries. You might want 
to study what causes trade volume to increase or decrease from year to year. However, the error 
terms for any given country will be highly correlated with one another from one year to the next. 
A given country’s good or bad fortune will be virtually the same from one year to the next. For 
instance, the U.S. will still have the good fortune to be located in a temperate climate next year; 
Russia will still have the bad fortune to be located in a cold climate next year. Where a country is 
located is a product of fate, but fate will not change over the course of a year. When the error 
terms are correlated with one another, the data is said to have serial correlation or 
autocorrelation. We will examine several methods by which this problem may be solved. 
However, whole courses are taught on dealing with serial correlation in the study of 
macroeconomic data. 
 

5) The variance of the error term must be constant across all observations: Var(εi) = K. 
 

In OLS, we will assume that the error term is normally distributed. The normal distribution has 
two parameters that define its shape: the mean and the variance. It turns out that in order to find 
out whether our estimates of the betas are statistically different from zero (since we will base our 
estimates on a sample, not a complete population survey) we will need to have an estimate of the 
error term’s variance. (FYI: this estimate is called the mean squared error.) Betas having a 
sampling distribution, just as means do. For this reason, betas also have a sample standard error. 
The betas’ sample standard error is calculated using an estimate of the error variance. When the 
error variance is constant across all observations, the sample error is calculated by Stata and other 
packages correctly. When it changes from observation to observation, Stata will get it wrong. 
 
Non-constant error variance is called hetereoskedasticity. It leads us to wrongly calculate the 
level of significance we may assign to an estimated coefficient. 
 

6) The error term is normally distributed. This may be the most fundamental assumption of all. It 
means that we must be able to assume that the random additions or subtractions from test scores, 
salary, or whatever it is we are studying must follow the normal distribution across the entire 
population. Thankfully, many phenomena in nature follow the normal distribution – but not all. 
Sometimes nature throws us a (different) curve; sometimes humans design data collection 
procedures that upset the distribution of the error term. 

 
When we cannot make the normality assumption, we will be forced to use other methods, like 
maximum likelihood. When we study qualitative dependent variables, we will see a case where 
the normality assumption breaks down. Maximum likelihood techniques offer flexibility 
regarding the error distribution assumptions we can make, but whole courses are taught on these 
topics as well. 
 

If these six assumption are met, then we can say that the estimates of the betas will be BLUE. But what 
does that really mean?  
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Best: Lowest possible sampling error on the coefficient estimates. The amount of 
uncertainty that is inherent in estimating from a sample will be as small as possible. 
Luckily, regression follows the Central Limit Theorem, too: the bigger the sample, 
the better the estimate. But no estimate of the betas will be better than the one we get 
with OLS, so long as the Gauss-Markov Conditions are met. 

 
Linear: The coefficients all have a power of 0 or 1. More complex models cannot be 

estimated, but in most cases linear models approximate the social world fairly well 
 
Unbiased ββ =)ˆ(E . When we estimate from a sample, we are trying to reproduce the 

population coefficient, β. Our estimates are often denoted as β̂  (betahat) – indicating 
that we have found an estimate of β. A good estimate will, on average, find the 
coefficient. In other words, if we took 1,000 random samples of size N from the same 
population and then estimated the same regression model, we would find that the 
average of our estimated betas ( β̂ ) will be equal to the actual population value. 

 
Estimate Because we are working with samples, the coefficients we calculate will only be 

estimates. Estimates can be wrong because the sample is idiosyncratic. To determine 
how idiosyncratic it might be, we use the sampling distribution and the standard error 
for the coefficient to see (a) if the estimated coefficient is different than zero (because 
a zero coefficient would indicate that an independent variable has no impact on the 
dependent) and (b) to see if the estimate is near some value we might hypothesize. 

 
How is it, then, that we arrive at our estimate, β̂ ? 
 
 
Estimating β̂ : The Least Squares Method 
 
About 200 years ago, Gauss and Legendre (though each claimed that the other one plagiarized the idea) 
discovered that one could estimate a straight line through a “cloud” of data points by minimizing the 
squared differences between the points and the line. As Gauss proved and Markov later confirmed and 
expanded upon, the line that results is the Best Linear Unbiased Estimate of the true population line. 
 
Let’s think about the simplest case, where we have a model with a dependent variable and a single 
independent variable. We may think about this case as an attempt to find a line that best fits the data 
points. A line is defined by an intercept and a slope. Here is an example with several different lines placed 
through the points. Which one is best? 
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It turns out that one way to decide what is best is to measure the squared differences between the line and 
the points. We use the squared differences because the sum of the differences may lead to positive 
differences being canceled out by negative differences; squaring solves this problem. We want the line 
that runs through the middle of the points, but clearly the line that minimizes the squared differences must 
also run through the middle – the further away from a point we get, the faster the summed differences will 
increase. Thus, the smaller the sum of the squared differences, the better the fit. However, it would be 
extremely inefficient to rely on guesses to discover the best combination of intercept (β0) and slope (β1). 
Instead, the criteria of “minimize the squares” could be used to make this into an analytic problem that 
may be solved using calculus: 
 

Minimize ∑
=

−−
N

i
i xY

1

2

110
)ˆˆ( ββ  with respect to the two parameters, β0 and β1. 

 
Pindyck and Rubinfeld provide a full derivation, but the basic idea is to differentiate this with respect to 
β0 and β1, set the resulting equations equal to zero (as they must be at the minimum) and then solve for 
the two parameters. It turns out that  
 

NN
XY ii ∑∑ −= 1

10
ˆˆ ββ  
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To see that this actually works in numeric example, see the handout “Example of Manually Calculated 
Regression Parameters” 


