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Abstract 

As the U.S. National Weather Service modernizes its forecast offices in the 1990s. new technologies will vastly 
increase the volume of data available to the forecaster. We anticipate that knowledge-based computer systems will 
aid forecasters in two important ways: by guiding forecasters to data pertinent to the forecast problem of the day. 
and by providing infomation to forecasters faster and more efficiently than before. Shootout-91 compared 
howledge-based computer systems designed to forecast significant and severe convective-season weather in 
Oklahoma and eastern Colorado. Goals of this experiment were to 1) explore the ability of knowledge-based 
systems to make forecasts of severe and significant weather, 2) study human-computer interaction. and 3) compare 
different forecast techniques. In this paper we repon on the analysis of the forecasts made by the systems and the 
forecasters. discuss forecasters' experiences with the systems, and present our vision of the future of howledge- 
based systems in the forecast office. 

Comme le service national mbk5orologique des Etats-Unis modernise ses installations dans cette decade 90, les 
nouvelles technologies vont augmenter le volume de d 0 ~ 6 e S  dqmnible pwr le m6t&rologiste. C'est pour cela par 
anticipation nous disons que la connaissance de base du systeme infomatique aidera le.met&rologiste dans deux 
voie aeS importantes qui: 

1) Guideront le met&rologiste directement vers les dom&s pettinentes du probleme de pMictabilit6 du 
jow 

2) Fourniront au methologiste des informations d'une manibre plus rapide et plus 6fficace qu'auparavant. 
Le rappon de confrontation 91 compare d'une maniere significative le choix du systeme de base 
d'infomatique applique dans la prevision, et plusieurs temps saisoniques dB la convection 
armospherique dans I'Oklahma et I'est du Colorado. 

Le but de ces experiences elaient de: 

I )  Explorer L'abilite du systeme de connaissance de base pour faire des pdvisions d'une maniCre 
significative & plusiem temps: 

2) Etudier I'iteraction ordinate& - em humain. 
3) Enfm companr d i f f h l e s  techniques de @vision. 

Dans ce papier nous rapponons I'analyse de pdvisions faite par le syseme et le m6k5orologiste. la discussion des 
exp6riences du m 6 h l o g i s t e  avec le systeme; et nous pdsentons now vision du future de la connrussance de base 
du systeme informatiquc dans les services & @visions. 

I. INTRODUCTION 

In the modernized weather forecast off~ce of the 1990s and beyond. forecasters will have available to them an ever- 
increasing m y  of meteomlogid data and products. coupled with leading-edge computer technoiogy, designed to 
aid them in making improved nowcasts and short-term forecasts of severe weather. Knowledge-based computer 
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assistance has an essential role to play in this environment, most notably in such areas as data management, data and 
product monitoring, and forecast decision suppon. 

In a continuing effort to explore the role of knowledge-based systems in the operational envuonment (Moninger et 
al., 1991). the Forecast Systems Laboratory (FSL) of the Nauonal Oceanic and Atmosphenc Administration 
(NOAA) conducted Shootout-91. Shootout-91 was an experiment to compare knowledge-based computer systems 
designed to make forecasts of significant and severe weather in Oklahoma and eastern Colorado. The goals of this 
experiment were to 1) explore the ability of each system to make forecasts of slgn~ficant and severe weather. 2) 
study human-computer interactton, and 3) compare different forecast techniques. In this paper we focus on the 
results from Shootout-91 pertaming to the fust two of these goals. Following a description of the experiment and 
the participahng systems (Section 2), we discuss the forecast skill of the systems and of the human forecasters who 
participated in Shootout-91 (Section 3). In Section 4 we summarize the feedback from the forecasters about the 
systems. and in Section 5 we glve our view of the role knowledge-based systems will play in the operauonal 
forecasting environment of the future. 

2. DESCRIPTION OF SHOOTOUT-91 

Shootout-91 was a test of several systems that made forecasts of significant and severe convective-season weather in 
Oklahoma and eastern Colorado. Three knowledge-based (also called expert) systems, a data assimilation model, 
and human forecasters made daily morning forecasts of expected afternoon weather. Forecasts were made for three 
weather categories: severe, significant, and nil. The experiment was run in two phases. During the fust phase, 
which ran from 29 March through 31 May, forecasts were made for the Oklahoma region. In the second phase, 
which ran from 15 May through 15 August, forecasts were made for the Colorado region. The Oklahoma forecast 
reglon was coincident with the Norman, OK, Weather Service Forecast Office's (WSFO) area of severe 
thunderstom waming responsibility (Fig. 1). The Colorado forecast region included the Denver, CO, WSF(3's area 
of waming responsibility (region 5 in Fig. 2). The Colorado region also included four subregions, contained 
primarily within the larger WSFO waming area (regions 1-4 in Fig. 2). 

2.1 The forecasts 

Forecasts for both phases were issued by 1230 p.m. local time, and were valid from 1:00 p.m. through 8:00 p.m. 
local time. Forecasts were mutually exclusive and exhaustive probabilities of occurrence of weather in each of the 
three categories: severe, significant, and nil. Severe weather for both phases of the experiment was defined as a 
stom observed to produce one or more of the fouowing: 

. hail with a diameter of 19 mm (0.75 in.) or greater, 
convectively generated surface winds of 95 km h'l(50 kt) or greater, or 
a tornado. 

Significant weather for the Oklahoma phase was defined as a nonsevere storm that produced one or more cloud-to- 
ground Lightning strikes observed by an automated lightning detection system. For the Colorado phase, significant 
weather was defmed as a nonsevere storm observed to produce one or more of the fouowing: 

hail of at least 7 mm (0.25 in.) and up to, but not including, 19 mm (0.75 in.), 
convectively generated surface winds of at least 65 km h-I (35 kt) and up to, but not including, 
95 irm h-1 (75 kt), 
a rainfall rate of 50 mm h-I (2 in. hV1) for at least 5 minutes, or . a funnel cloud 

Nil weather was defined as the absence of significant and severe weather. 

Verification of significant weather for the Oklahoma phase was by spherics detection of lightning. All other 
verification for both phases was by spotter rep i s .  All forecasts except those made by the Nonnan forecasters, were 
made from Boulder, CO. All the systems were located and run in Boulder. 



Figure 1 .  Forecast reglon for the Oklahoma phase of Shootout-91 (enclosed by heavy 
sol~d ilne). This is h e  Norman WSFO area of warmng respons~btlity. 

Figure 2. Forecast regions for the Colorado phase of Shootout-91. The area enclosed by 
a dashed line (region 5) is the Denver WSEO a m  of w a m g  mponsibiity. ll~e solid 
lines delineate the subregions (regions 1-4). The black dots are meswt station locations. 



2.2 The systems 

The three knowledge-based systems were KASSPr, developed at the Meteorological Services Research Branch of 
Environment Canada; CONVEX, developed at the NOAA/NESDIS/RAMM laboratory in Fort Collins, CO: and 
TIPS, developed by the U.S. Army Atmospheric Science Laboratory. The data assimilation system was LLlW. 
developed by the Local-scale Analysis and Prediction System (LAPS) of FSL (McGinley et al., 1991). LLIW made 
forecasts only for the Colorado phase of the experiment. In addition to the computer-based systems, human 
forecasters also made forecasts. 

2.2.1 KASSPr 

KASSPr uses an interactive graphical front end into which the forecaster adds his or her knowledge of current 
meteorological conditions by drawing in such features as upper-level jets, mid level moisture fields, and surface 
fronts. The forecaster was presented with a full range of Nested Grid Model (NGM) analysis and forecast data. and 
was able to adjust the model output as desired. KASSFY used the resulting depiction of current and anticipated 
weather conditions and its stored knowledge of severe weather forecasting to produce a forecast. 

2.2.2 CONVEX 

CONVEX is a knowledge-based system designed to incorporate detailed local knowledge to produce regional and 
subregional forecasts . The Colorado version of CONVEX relies heavily on the Denver morning sounding and data 
from the FSL 22-station mesoscale network (mesonet). For Oklahoma, CONVEX uses only the Norman, OK 
morning sounding. (CONVEX does not have detailed local knowledge of Oklahoma). The forecaster provided 
estimates of a host of parameters, the most critical being the expected afternmn high temperature and dewpoint, 
which the system used in making fmecasts. 

2.2.3 TIPS 

TIPS is a knowledge-based system that requires only data from a single 1200 UTC rawinsonde (i.e., the sounding 
profile). User input was limited to a choice of yes, no. or unknown regarding the potential existence of a severe- 
weather trigger for the Oklahoma phase of Shootour For Colorado, this question was eliminated (the assumphon 
bemg that the topography of the Front Range and eastern Colorado always served as a potential trigger). TIPS was 
developed to test the effectiveness of automated single station forecasting as part of a larger effort aimed at 
developing a single-station nowcast analysis program. 

2.2.4 LLIW 

LLIW is a severe weather index that relies on data from FSL's LAPS. LLIW is the product of the log of LAPS' 
surface-based lifted index GI) times the kinematically diagnosed vertical motion. 

2.2.5 Human forecasters 

The final "system" is the human brain. Human forecasters performed the same forecast task as the systems to put 
the skill of the other systems in perspective. 

For the Oklahoma phase, meteorologists in both Boulder and Norman made forecasts. The Oklahoma forecasts 
were consensus forecasts generated by teams of two to four fomastem from the National Severe Storms L a b t o r y  
(NSSL) and from the Norman WSFO. The Boulder forecasts for both phases were generated by individual 
forecasters. including five visiting forecasters from Environment Canada, meteorologists from FSL, and other 
visiting forecasters. 

3. FORECAST RESULTS 

Although the weather cooperated and provided a relatively large number of days with significant and severe weather 
in both regions, the data set is still quite small fmm a statistical perspective. On this basis alone it is important to not 
over-generalize our results and to be cautious about drawing distinctions between, or making conclusions about, the 
skill of the different sets of forecasts. Furthermore, the definition and verification criteria for significant weather 



were different for Oklahoma and Colorado. These differences may account for some of the apparent differences in 
skill seen in the results. 

For the Oklahoma phase, there were 64 usable days, that is, days on which all systems were able to make a forecast. 
Of these &ys, 17 had severe weather and 13 had s~gnificant weather (approximately normal for Oklahoma). Of the 
93 usable days from the Colorado phase, 43 had severe weather and 33 had significant weather (quite active for 
Colorado). 

We have decided to focus on the correlation between the forecast and occurrence of events as our primary measure 
of skill. The correlation measures the extent to which forecast probabilities are higher when the event occurs than 
when it does not. For instance, if a system always forecasts a 15% probability of severe weather on those days when 
severe weather occurs, and a 10% probability of severe weather otherwise. that system's correlation would be perfect 
(1.00). One advantage to using correlation as a measure of skill is that it is insensitive to bias. In fact. one oo~ular . , 

measure of forecast skill, the ~ % e r  Skill Score, can be shown to be equal to the square of the correlation minis b s  
that depend on the system's bii (Murphy, 1988). Correlation is, lherefore, a measure of the skill a system would 
have if its forecasts were completely unbiased, i.e., a system's maximum potential forecast skill. The correlations for 
the Oklahoma phase of Shootout-91 are given in Table 1 and the correlations for the Colorado phase are given in 
Table 2. 

Standard techniques are available that allow us to estimate with reasonable confidence the chance that our resulls are 
due to random statistical fluctuation. Such estimates are ~anicularlv imwrtant in ex~eriments that have limited . & 

data. In estimating the sigmficance of our results, we havAsed a common statistical bideline that takes results to 
be significant if the probability that they are due to chance is less than 0.05. 

Bias. another measure of skill. was also computed and is reponed in this paper (see Tables 3-4). Bias. as we have 
aDDlied it to this analvsis. is a measure of the amount of over- or under-forecasting bv the svstems or the forecasters. 
&biased forecasts Gould have a bias equal to 1.00: bias terms greater than 1 i&cate over-forecasting, and terms 
less than 1 indicate under-forecasting. The bias for each forecast category (nil, sig, svr) was computed as the ratio of 
the average forecast probability to the average fractional occurrence of the event (i.e., the sample climatology). 

The following two sections summarize the significant points gleaned from analyzing the numerical results. 

3.1 Results for the Oklahoma phase 

Oklahoma forecaster teams had higher correlations than either the individual Boulder forecasters or the 
expert systems. However, this skill difference did not always reach the level of statistical significance 
mentioned above. 

Forecasts generated by assuming persistence (i.e., that today's weather would be the same as yesterday's) 
had significantlv lower correlations than the other forecasts for nil and severe weather. but were reasonablv 
good f& signifiiant weather. 

. Correlation differences among the Boulder forecasters and the expert systems were not significant. 

3.2 Resultsfrorn the Colorado phase 

Ddferences in skill between humans, all the systems, and persistence were not significant. 

. Correlations were considerably worse for Colorado than for Oklahoma In fact. the best forecasts for 
Colorado had lower correlarions than the worst forecasts for Oklahoma 

For forecasts of significant weather, only persistence had a correlation significantly better than random 
forecasts. 

There is a suggestion that human forecasters and LLIW (the data assimilation system) may have 
performed better than the other systems, but we cannot rule out that this result may be due to chance. 



Oklahoma Skill Results -- Correlations (N = 5 1) 
System Nil Significant Severe 
CONVEX 0.55 0.16 0.35 
U S S R  0.38 0.07 0.42 
TIPS 0.54 0.44 0.54 
Norman 0.80 0.57 0.73 
Boulder 0.51 0.29 0.47 
Persistence - 0.02 0.51 - 0.08 

TABLE 2 
Colorado Skill Results -- Correlations 
Regions 1-4 (N = 324) Region 5 (N = 81) 

System Nil Significant Severe Nil Significant Severe 
CONVEX 0.24 0.04 0.10 0.27 - 0.10 0.23 
KASSPr 0.16 0.04 0.05 0.18 - 0.12 0.10 
TIPS 0.07 - 0.15 0.17 - 0.05 - 0.17 0.16 
LLIW 0.34 0.21 0.21 0.22 - 0.09 0.26 
Boulder 0.29 0.10 0.32 0.26 0.02 0.22 
Persistence 0.12 0.08 0.22 0.09 0.27 0.28 

TABLE 3 
Oklahoma Skill Results -- Bias 

System Nil Significant Severe 
CONVEX 0.71 0.82 1.75 
KASSPI 0.98 0.50 1.42 
TIPS 0.69 1.95 0.79 
Norman 0.85 1.18 1.08 
Boulder 0.82 1.73 0.7 1 
Persistence 0.93 0.82 1.29 

TABLE 4 
Colorado Shll Results -- Bias 

Regions 1 4  Region 5 
System Nil Significant Severe Nil Significant Severe 
CONVEX 0.45 0.81 3.27 0.52 0.57 1.63 
KASSR 1.18 0.42 1.40 2.16 0.31 0.85 
TIPS 1.33 0.52 0.73 2.48 0.49 0.51 
LLIW 1.18 0.71 0.87 2.08 0.83 0.46 
Boulder 1.02 1.10 0.73 1.68 1.09 0.49 
Persistence 0.96 0.97 1.07 0.92 1.03 1.00 

3.3 Sensitiviry to input &la 

Knowledge-based systems designed to produce a forecast must rely on a carefully balanced mix of operator skill and 
system knowledge. As a result, the maximum potential skill of a system may be limited by the expertise of the 
operator, particularly if the operator's skill is less than that assumed by the system developer. For example, there is 
evidence that CONVEX may have performed somewhat better when it was used at the Cheyenne WSFO during the 
convective season of 1991. This increase in performance has been athibuted to the greater skill of the Cheyenne 
forecasters in predicting afternoon maximum temperatures and dewpmnts (J. Weaver, personal communication). 
(Such a skill difference is not surprising; Cheyenne forecasters had considerably more operational experience with 
high plains weather than did Shootout forecasters.) Situations such as this highlight the difficulty in assessing how 
much system skill depends on the operator's knowledge of current con&tions (and his or her ability to predict future 
conditions) versus the quality ofthe system's knowledge base. 



3.4 Aggregate forecasts 

One last analysis we report on sought to examine the forecast skill of humans and systems if the forecasts were 
aggregated, that is, statistically formulated into consensus forecasts. This analysis was motivated by the supenor 
performance of the Norman forecasters, who generally worked in teams, and by the knowledge that an average of 
several forecasts can outperform slngle forecasts (e.g., Winkler, et al., 1977). The question that arose was, "Would 
the performance of the systems (in Oklahoma), and the systems and humans in Colorado, be improved if theu 
forecasts were aggregated?" The forecasts were aggregated in several ways; one was to sunply average the raw 
forecasts. Since each method of aggregation produced similar results, only the results of averaging the raw forecasts 
are glven. 

The correlations for the mean forecasts are presented in Table 5. In Oklahoma, five forecasts were averaged: the 
two human forecasts (Norman forecasters and Boulder forecasters) and the three expert systems. The results were 
the following: 

The aggregate forecast scored lower than the Norman human consensus forecasts for all three categories 
of events and lower than persistence for significant events. 

. The aggregate forecast scored h~gher than the three expert systems and the individual Boulder human 
forecasts. 

In Colorado, the human forecasts and the forecasts of four systems were averaged. These results were the following: 

The aggregate forecast performed well for nil events relative to the other forecasts, but its performance 
was mixed for signif~ant and severe events. 

The aggregate forecast performed poorly for significant events in region 5 (the single large region), 
showing that an average of forecasts that have negative skill will tend to have skill that is even more 
negative than the individual forecasts. 

TABLE 5 
Correlations for aggregate forecasts 

Region Nil Signficant Severe 
Oklahoma 0.70 0.46 0.62 
Colorado 

Region 1 0.30 0.33 0.29 
Region 2 0.40 - 0.00 0.15 
Region 3 0.42 0.03 0.23 
Region 4 0.52 0.25 0.31 
Region 5 0.34 -0.11 0.30 

In general, the aggregation of forecasts did not result in a substantial increase in skill and the mean forecast did not 
outperform the best individual forecast. These results suggest that the aggregate forecast might be useful in 
Colorado where no clearly superior forecast emerged but not in Oklahoma, where aggregations would simply dilute 
the skill of the human forecasters. (For further discussion of the conditions where aggregation is useful, and its 
possible application in an operational setting, see Stewart, et al. in this pre-print volume.) 

4. FORECASTER FEEDBACK 

An essential phase in the process of introducing and integrating knowledge-based cornpuler syslems into the forecast 
office is to field test these svstems to nalher comments. sunnestions. and recommendations on their design. 
modification, and use from &rational fokasters. Feedback t%m the operational forecasters who participatGin 
Shootout-91 has proven very insrmctive and has provided a set of criteria by which these and other systems might be 
evaluated for theu &dines8 and suitability for integration into an operatio& environmenr 

The issues raised by the Shootout-91 forecasters can be broadly categorized as pertaining either to the system's 
meteorological credibiity or to human-computer considerations. It is important to keep in mind that all the 
knowledge-based systems participating in Shootout-91 were designed first to produce a forecast and only second, in 



the case of some but not all of the systems. to provide some measure of forecast decision support vis-a-vis the 
requested user-supplied input data. Thus, the forecasters' feedback on the systems is primarily in the context of the 
systems as makers of forecasts. Further. ~t is worth noting that the forecasters were volunteers and were generally 
receptive to the systems. 

4.1 Meteorological credibilry 

Perhaps the most important consideration a system developer must make is the meteorological credibility of the 
system. By this we mean that the system must be based on sound, established meteorological pnnciples governing 
the analysis and prediction of the weather for which the system is targeted. This is true regardless of whether the 
system is designed to serve as a second opinion (i.e., make a prediction or forecast against which the forecaster can 
judge his or her own forecast), alert the forecaster to the existence of a critical set of meteorological conditions, 
supply data management assistance, or provide forecast decision support. Furthermore, the meteorology of the 
system. the data it uses, and the weights given to each input parameter requested by the system must be well- 
documented for the user. One participant in Shootout-91 suggested that something like a flow chart for each system, 
showing the data the system uses, how it weighs that data, and how it arrives at its output, would be very useful for 
the meteorologist running the system. This forecaster (not atypically) felt uncomfortable working with systems that, 
insofar as their logic or approach to solving the forecast problem was concerned, were black-boxes to him. A n o t h e ~  
forecaster, expressing his exasperation with one of the systems, wrote: "Even if I specify strong downslope winds 
and suppression aloft [the system] is still saying that there is 80% chance for severe weather ... I don't know what [it] 
needs to say zero chance." This forecaster mi&t have been less frustrated and may have focused hi attention on the 
more important parameters if it had been made clear that the request for information regarding upslope or downslope 
winds and suppression or support aloft was for lesser-weighted parameters whose values had little effect on the 
eventual forecast. A forecaster can quickly become frustrated with and skeptical of a system if he or she does not 
understand which parameters really drive the system. 

The intended use and the target users of a system must also be clearly documented to ensure the system's credibdity. 
For instance. a svstem such as TIPS that reauires onlv a ves-no answer fmm the user is likelv to be oerceived as less 
credible (and therefore less useful) than oie that reiuirks more sophisticated meteorologi& inpit. This may be 
despite the fact that such input is entirely appropriate for its intended use or users (as is the case with TIPS). 

The overall accuracy of a system's wtput (facast) will certainly affect its credibility in the minds of the forecasters 
using it. Most forecasters came to vlew the forecasts of the systems as predictable. That is, they perceived the 
systems as having "favorite" forecasts that were hard to dislodge. This suggests that the systems were not as 
sensihve to input parameters as the forecasters believed they should have been. Such impressions may be 
compounded for a system with an inclination toward extreme forecasts (for example, a tendency to go all or nothing 
for severe weather). If the system misses on any of the f i t  few times it is used, the perception of inaccuracy may 
be a difficult one to change. 

4.2 Human-computer conrrderations 

In this section we report on the feedback of the forecasters that arose out of their interaction with the systems. 

4.2.1 Speed 

The speed of a system has two aspects: the speed with which the system processes the data, including forecaster 
inputs, and rehuns a forecast; and the amount of time it takes the forecaster to enter the user-supplied data into the 
system. For example, a system l i e  KASSR required a cons~derahle amount of time, about an hour, for a user to 
enter information. Once the data were entered, however. KASSR processed the data and retuned a forecast 
relatively quickly (about a minute or so). By contrast, the TIPS system required only a few minutes of total run 
time, including time to input the user-supplied answer (for the version run in Oklahoma), process data, and produce 
a forecast. Some forecasters commented on the amount of time muired to run KASSR. and one stated his concern ~ . -  ~~ ~~ ~~ 

,~~ - - ~ ~- ~~ ~~ 

that the amount of.time required by U S S R  would leave a forecaster in an operational setting l i ae  time to view 
other data. 

The most important speed consideration for any system is that it runs in an amount of time appropriate to its 
intended use. While thii may seem evident, system developers not adequately familiar with the time demands of an 
operational environment may overestimate (sometimes disastrously) the adequacy of the speed of their system. 



4.2.2 User-interface considerations 

An otherwise accurate, reliable, and useful system can be rendered useless if it is cumbersome, difficult. or 
unnecessarily time-consuming for the forecaster to use. Thus, requests for user input must be clear and 
unambiguous with regard to the natwe and content of the input and to the method by which the data is entered into 
the system. Data enhy must be fast and efficient. Opportunities for making mistakes while entenng data must be 
eliminated or minimized, preferably by automating as much of the process as poss~ble. For example, date and time 
can be exmcted from the computer on which the system is running, rather than typed in by the user. If a system is 
designed to be run in one of several geographic locations, the system must make clear to the user which area the 
system is w o r h g  in. The user interface must provide, at the very least, such € e w e s  as undo or cancel commands, 
clear entry and exit points, and a help option. The help option should provide information on how to run the system 
and may also provide information regarding the meteorology of the system. For systems requiring a more complex 
series of tasks on the part of the forecaster. the user interface should provide a means of tracking which tasks have 
been completed and which remain, and a means of saving work already completed. Several forecasters suggested 
such task--king features be added to KASSR's graphical interface. Perhaps most important, a well-designed 
system will include a means of clearly notifying the user when he or she has made a mistake or when other error 
conditions have been noted, such as running the system on old data. The latter situation caused a near miss on at 
least one occasion for one forecaster. It was only when the forecaster received an error message from the system he 
ran subsequent to the f i t  one did he realized he was working with day-old data. 

4.2.3 Format of the system output 

Simply put, the form of the output from any knowledge-based system must be appmpriate to its intended task, and it 
must be realistic. Thus, for example, if the system is designed to make probabilistic forecasts, it would be realistic 
to refine those probabilities to increments of not less than 5%. or possibly even 10%. Few probabilistic forecasts 
made by humans are issued in, say, 1 or 2% increments, and such small values also imply more accuracy than the 
systems have. KASSR's tendency to issue probabilities in 1% increments elicited a comment to this effect. 

Systems intended to assist forecasters with data management tasks and those intended to alert them to critical 
weather situations would very likely use different output formats. The former might appropriately use a tabular 
format, whereas the latter might require the output be formatted as a graphic (and may be accompanied by a visual 
or audio alarm). 

5. THE FUTURE OF KNOWLEDGE-BASED SYSTEMS IN THE FORECAST OFFICE 

One of the Shwtout forecasters commented that it would be some time before forecasters feel they can take the 
output of these or similar systems at face value. Certainly we would not argue with that assessment at this time. 
Nonetheless, we feel there is a valid, essential role to be filled by knowledge-based systems in the operational 
environment. These systems are likely to assist forecasters in several ways: 

Provide assistance with data and information management by, for instance, generating computer-worded 
forecasts or notifying the forecaster when changing conditions warrant an updated or new forecast. Indeed, 
the Meteorological Services Research Branch of Environment Canada has developed the Forecast 
Reduction Assisfant (McLecd, 1990) that performs these tasks. 

Alert the forecaster to critical situations. One example might be notifying the forecaster of a sudden 
increase in rainfall rates over a flash flood prone watershed. 

Provide a second opinion (i.e., a forecast), against which the forecaster can compare his or her own 
forecast. 

Provide forecast decision support. This may take the form of suggesting that the forecaster review 
specifi data as input to fhe system, thereby focusing the forecaster's attention on data deemed important to 
the forecast task, or of assessing the forecaster's pattern of product usage, comparing this against an optimal 
pattern, and suggesting data or products that the forecaster should review. 



Shootout-91 was not designed to assess the ability of the participating systems to function in any of the roles we 
suggest here. Nonetheless, forecasters were asked on an end-of-shift questionnaire whether they would change then 
forecasts after seeing the forecasts of the systems. The fact that the response to this question was nearly always no 
only emphasizes the sentiment of the forecasters that the systems have a distance to go before their output is taken at 
face value. Thus. to sustain forecasters' generally receptive attitude toward knowledge-based systems, it is important 
that future systems and future experiments address the feasibility of using these systems in the roles suggested 
above. 

6. CONCLUSIONS 

The results from Shootout-91 raised many questions and provided a few answers. Detailed analysis of the behavior 
of individual systems, coupled with a detailed meteorological analysis of the weather that occurred, may provide 
some additional insight. Still, we have already learned two main lessons: 

Expert systems can embody general forecast knowledge, such as that used by the Colorado forecasters 
when forecasting Oklahoma weather. But they evidently cannot yet capture detruled local forecast 
knowledge, such as that used by the teams of Oklahoma forecasters. 

Forecasting summer convective weather in Colorado is difficult for both humans and systems. Whether 
forecasts can be improved by the development and application of new Colorado forecast knowledge, 
whether new data sources are necessary, or whether the atmosphere above Colorado is sufficiently chaotic 
that we have already reached the limit of forecast skill, only time and further research will tell. 

Forecaster feedback suggests that the forecasters were generally receptive to the notion of knowledge-based systems 
in the forecast office, provided such systems demonstrate meteorological credibility and have a sound human- 
computer interface. Equally important, forecasters believe that it will be some time before the output of knowledge- 
based systems can be taken at face value. This sentunent taken in conjunction with the numerical results raises the 
question of whether, and to what degree, future development efforts should be directed toward developing systems 
that perform as well as human forecasters. Certainly work must continue toward improving the accuracy of the 
systems if they are to function credibly as a second forecast opinion. It is not Likely, however, that the systems will 
be able to perform as more than second opinions in the foreseeable future. Thus, system developers and future 
experiments must address the suitab'iity of knowledge-based systems in the other roles (in addition to providing a 
second opinion) envisioned here: providing assistance with data and information management, alerting the forecaster 
to critical situations, and providing forecast decision support. 
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