What has led to Data Warehousing (DW)?

Bill Inmon’s definition – 

A DW is defined to be a subject-oriented, integrated, time-variant and non-volatile collection of data in support of managerial decision making.

A quote:

“For most of Western history interpretation has outrun data.  The modern tendency is quite the contrary, as we see data outrun meaning.”

By Daniel Boorstin – “The Age of Negative Discovery”

The activities undertaken by any organization can be broadly grouped as operational and decision oriented activities.

Both these activities use and generate data that serve different purposes and users.

Activities such as buying, selling, producing and transporting are common examples of operational activities.

Monitoring, evaluating, comparing, budgeting, planning, projecting and allocating are common examples of decision oriented activities.

However, both activities need to acquire data and process information in a way that captures their differences and also is appropriate for their goals and requirements.

Accordingly, organizations need different information systems each maximally efficient at supporting operations and facilitating decision-oriented activities.

In a nutshell, even though we can get by with the same car for cruising around country roads and transporting loads, many organizations need racecars and trucks.

Differences in OLTP and DW applications

1) OLTP applications are organized about the transactions they perform.  On the other hand DW is organized about a particular subject such as customer or product.

2) The number of users of a DW tends to be smaller than for an OLTP system.  Typically, OLTP systems perform short transactions at a rate of hundreds per second.  

However, a DW query may involve joining five or more tables each with tens or hundreds of thousands of rows.

3) OLTP database design is a highly normalized data structure consisting of many tables each of that tends to have a relatively small number of columns.

DW have fewer tables, because they are devoted to particular subjects, but with many columns.  This is to accommodate the large number of attributes pertaining to the entities.

The DW tables are often denormalized to improve access performance and because of historic data they have many more rows than OLTP databases.

Warehouse data is updated in batch periodically as opposed to the continuous updating of transaction systems.

4) An OLTP database design tends to be relatively stable since the transaction definitions are stable.  The DW design is under constant pressure to adapt to changing requirements stemming from changes in the source databases and changes in the user requirements.

A Comparison of Information Processing Activities

Operational/Transaction
Decision Oriented




More frequent
Less frequent




More predictable
Less predictable




Small amounts of data

per query
Large amounts




Query raw data
Query derived data




Require mostly current data
Require past, present data and projections




Few, if any, complex derivations
Many complex derivations.




DW Components and Architectures

A DW is made up of:


Data migration tools that access the source data and transform it,


Metadata repositories,


Warehouse data structure that provides rapid access to the data,


Tools for retrieving, formatting and analyzing the data, and


Tools for managing the DW environment.

Data migration and Loading: Five steps to move enterprise data into a DW.

1) Data Loader – handles issues of updates from original sources.  Determines the procedure and schedule for data loading.

2)  Data converter - handles translation of data into formats appropriate for a DW.


ASCII – EBCDIC

Industry codes – Standard Industrial Codes

Variable names (prf_marg, prof_mrg).


Keys with built in intelligent codes (Product 

# 17A554322) 

Mapping all variable names to a standard variable name.

3)  Data scrubber - identifies and remedies errors and omissions in the data.

Finds a character string in an integer field ---- flag or discard.

Missing values replace with default values.

4)  Data transformer - performs aggregation and summarization.

Finally, data are indexed for fast access.

The DW has to be periodically updated and this process could be tricky.

Metadata for a DW can be categorized into administrative and end-user metadata.

The former contains description of the source databases their contents, transformations and operational history.

The end-user metadata helps users create their queries and interpret the results.

Decision support queries can be divided into two classes.


Data intensive queries access a large number of rows, no matter whether you retrieve them via indexes or full table scans.


Data selective queries touch only a few rows but contain complex and diverse selection criteria.

Decisions and Queries

Decision Makers
Decision Focus
Query Type

Executives
Strategic
Data intensive

Mid level Managers
Strategic/tactical
Data intensive/selective

Operational Managers
Tactical
Data selective

Indexing technology helps greatly with data selective queries.

But good performance with data intensive queries requires methods of accessing large amounts of data quickly.

Database Methodologies in DW
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The above OLTP schema for an order entry system works well for efficiently creating, updating and processing individual POs.

But this schema is not well suited for analyzing purchase patterns.

DW uses a STAR schema where data is classified into 2 groups – facts and dimensions.

Facts are the core data elements being analyzed.  Example: purchases of individual items

Dimensions are attributes about the facts.  The item purchased and the date purchased are some attributes.

Most analysis in DW is based on these dimensions and hence the term dimensional analysis. 

Given the above classification of information, DW uses a STAR schema that represents data intuitively.
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The STAR schema allows us to look up facts through a set of dimensions.

In this schema, the fact table is much larger than any of its dimension tables.

It is common to have the cardinalities of these tables in millions.

Further the tables may consist of multiple low selectivity attributes (for example, gender, age group, ethnic group, income category, education level).

Indexing Strategies: Using standard B-tree index for attributes of low selectivity is inherently inefficient.

B-tree indexes are typically built for a single-column, highly selective constraint evaluation.

Consider a query on a customer table with, say, 10 million records.

SELECT count(customer_id)

FROM customer_table WHERE

Gender = male AND

Income _category = high AND

Education_level = masters AND

Zip_code = 95032

Strategy 1: most selective constraint using only the index for that column followed by a sequential evaluation.

Strategy 2: evaluate each constraint by using different B-tree index on each attribute, merge the lists successively to form one master list that satisfies all constraints.

Both these strategies are extremely expensive from an I/O and CPU standpoint. 

The above is a simple “selection” problem (who and how many).

But most DW applications also need to answer “who did what” question (that is the join problem).

SELECT customer_id, sum(dollars)

FROM customer_table a,

Facts b, products c, time d WHERE

Gender = male AND

Income _category = high AND

Education_level = masters AND

Zip_code = 95032 AND

Product=”Baseballs” AND

Period =”Spring” AND a.id=b.id AND b.prod=c.prod AND d.id=b.id.

This query will yield a list of selected customers and the total dollars they spent on baseballs in spring.

The Join Problem: 

Traditional OLTP databases can join 2 tables at a time.  For complex joins they would break the query into a series of pair wise joins.

The order in which the joins are done dramatically affects query processing since the number of evaluations grows exponentially with the number of tables being joined.

A ten-table join could have 10! = 3,628,800 combinations.

Some solutions in DW Environments

Red Brick Systems’s TARGET index is one solution.

Phase 1: Constraint evaluation – Here TARGET indexes created on each of the attributes are processed simultaneously using a bit-vectored index.

This index maintains information about matching rows by tracking each unique column value in a compact bit representation.

When several keys are being constrained simultaneously, bit representations can be superimposed to form one master bit vector.

This is far more computationally efficient and enables “quick count” of the # of records that satisfy multiple constraints by counting the bits in the master bit vector.

Phase 2: Join Processing

Because the # of pair-wise join combinations are often too large, OLTP databases pick an “interesting” subset for evaluation.

A good choice could be to pick combinations of tables that are directly related.

This choice may be feasible in OLTP databases but fails in the Star schemas of DW because the only table directly related to most other tables is the fact table.

STAR join is a high speed, single pass, parallelizable multi-table join.

The performance improvement is achieved by indexing on multiple columns – fact table columns that serve as foreign key references to the dimension table primary keys.

This avoids indexing all columns of the fact table and relies only on primary key foreign key matches.

